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Summary	  of	  Decision	  Trees	  (so	  far)	  
	  

•  Decision	  tree	  induc;on	  à	  choose	  the	  best	  a>ribute	  
–  Choose	  split	  via	  informa;on	  gain	  
–  Build	  tree	  greedily,	  recursing	  on	  children	  of	  split	  
–  Stop	  when	  we	  achieve	  homogeny	  	  

•  i.e.,	  when	  all	  instance	  in	  a	  child	  have	  the	  same	  class 	  	  
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Summary	  of	  Decision	  Trees	  (so	  far)	  

InfoGain(X,A) = H(X)�H(X | A)

= H(X)�
X

v2values(A)

|{x 2 X | xA = v}|
|X| ⇥H({x 2 X | xA = v})

frac;on	  of	  instances	  
with	  value	  v	  in	  a>ribute	  A 

entropy	  of	  those	  	  
instances	  

H(X) = �
X

c2Classes

|{x 2 X | class(x) = c}|
|X| log2

|{x 2 X | class(x) = c}|
|X|

Entropy:	  

frac;on	  of	  instances	  
of	  class	  c 

Informa;on	  Gain:	  	  Mutual	  informa;on	  of	  a>ribute	  A	  and	  the	  class	  
variable	  of	  data	  set	  X 
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A>ributes	  with	  Many	  Values	  

•  Problem	  
–  If	  a>ribute	  has	  many	  values,	  InfoGain()	  will	  select	  it	  
–  e.g.,	  imagine	  using	  	  date = Jan_28_2011	  	  as	  an	  a>ribute	  

•  Alterna;ve	  approach:	  	  use	  GainRa;o()	  instead	  

	  where	  Xv	  is	  a	  subset	  of	  X	  for	  which	  A	  has	  value	  v 

Based	  on	  slide	  by	  Pedro	  Domingos	  

GainRatio(X,A) =
InfoGain(X,A)

SplitInformation(X,A)

SplitInformation(X,A) = �
X

v2values(A)

|Xv|
|X| log2

|Xv|
|X|
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Extensions	  of	  ID3	  

•  Using	  gain	  ra;os	  
•  Real-‐valued	  data	  
•  Noisy	  data	  and	  overfi/ng	  
•  Genera;on	  of	  rules	  
•  Se/ng	  parameters	  
•  Cross-‐valida;on	  for	  experimental	  valida;on	  of	  
performance	  

•  C4.5	  is	  an	  extension	  of	  ID3	  that	  accounts	  for	  	  
unavailable	  values,	  con;nuous	  a>ribute	  value	  
ranges,	  pruning	  of	  decision	  trees,	  rule	  deriva;on,	  
and	  so	  on	  

Based	  on	  Slide	  from	  M.	  desJardins	  &	  T.	  Finin	  
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Real-‐Valued	  Features	  

•  Change	  to	  binary	  splits	  by	  choosing	  a	  threshold	  
•  One	  method:	  

–  Sort	  instances	  by	  value,	  iden;fy	  adjacencies	  with	  different	  classes	  
Temperature: 	  40 	  48 	  	  60 	  	  72 	  	  80 	  90	  
PlayTennis: 	   	  No 	  No 	  Yes 	  Yes 	  Yes 	  No 	  	  
	  
	  

–  Choose	  among	  splits	  by	  InfoGain()	  
candidate	  splits	  
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Unknown	  A>ribute	  Values	  
What	  if	  some	  examples	  are	  missing	  values	  of	  A?	  
	  

Use	  training	  example	  anyway,	  sort	  through	  tree:	  
•  If	  node	  n	  tests	  A,	  assign	  most	  common	  value	  of	  A	  among	  

other	  examples	  sorted	  to	  node	  n	  
•  Assign	  most	  common	  value	  of	  A	  among	  other	  examples	  

with	  same	  class	  label	  
•  Assign	  probability	  pi	  to	  each	  possible	  value	  vi	  of	  A.	  

Assign	  frac;on	  pi	  of	  example	  to	  each	  descendent	  of	  tree	  

Classify	  new	  examples	  in	  same	  fashion	  

Slide	  by	  Pedro	  Domingos	  
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Noisy	  Data	  
• Many	  kinds	  of	  “noise”	  can	  occur	  in	  the	  examples:	  
– Two	  examples	  have	  same	  a>ribute/value	  pairs,	  but	  different	  
classifica;ons	  	  
– Some	  values	  of	  a>ributes	  are	  incorrect	  because	  of	  errors	  in	  
the	  data	  acquisi;on	  process	  or	  the	  preprocessing	  phase	  	  
– The	  instance	  was	  labeled	  incorrectly	  (+	  instead	  of	  -‐)	  

• Also,	  some	  a>ributes	  are	  irrelevant	  to	  the	  decision-‐
making	  process	  
– e.g.,	  color	  of	  a	  die	  is	  irrelevant	  to	  its	  outcome	  

Based	  on	  Slide	  from	  M.	  desJardins	  &	  T.	  Finin	  
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Overfi/ng	  
•  Irrelevant	  a>ributes	  can	  result	  in	  overfi*ng	  the	  
training	  example	  data	  	  
– If	  hypothesis	  space	  has	  many	  dimensions	  (large	  
number	  of	  a>ributes),	  we	  may	  find	  meaningless	  
regularity	  in	  the	  data	  that	  is	  irrelevant	  to	  the	  true,	  
important,	  dis;nguishing	  features	  

•  If	  we	  have	  too	  li>le	  training	  data,	  even	  a	  
reasonable	  hypothesis	  space	  will	  ‘overfit’	  

Based	  on	  Slide	  from	  M.	  desJardins	  &	  T.	  Finin	  
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Overfi/ng	  in	  Decision	  Trees	  
Consider	  adding	  a	  noisy	  training	  example	  to	  the	  following	  tree:	  

	  
	  
	  
	  
	  
	  
	  
	  
What	  would	  be	  the	  effect	  of	  adding:	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  
<outlook=sunny,	  temperature=hot,	  humidity=normal,	  wind=strong,	  playTennis=No>	  ?	  

Based	  on	  Slide	  by	  Pedro	  Domingos	  
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Slide	  by	  Pedro	  Domingos	  

Overfi/ng	  
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Overfi/ng	  in	  Decision	  Tree	  Learning	  

Slide	  by	  Pedro	  Domingos	  
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Avoiding	  Overfi/ng	  
How	  can	  we	  avoid	  overfi/ng?	  
•  Stop	  growing	  when	  data	  split	  is	  not	  sta;s;cally	  significant	  
•  Acquire	  more	  training	  data	  
•  Remove	  irrelevant	  a>ributes	  	  (manual	  process	  –	  not	  always	  possible)	  

•  Grow	  full	  tree,	  then	  post-‐prune	  

How	  to	  select	  “best”	  tree:	  
•  Measure	  performance	  over	  training	  data	  
•  Measure	  performance	  over	  separate	  valida;on	  data	  set	  
•  Add	  complexity	  penalty	  to	  performance	  measure	  

Based	  on	  Slide	  by	  Pedro	  Domingos	  
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Reduced-‐Error	  Pruning	  

Split	  data	  into	  training	  and	  valida1on	  sets	  
	  

Grow	  tree	  based	  on	  training	  set	  
	  

Do	  un;l	  further	  pruning	  is	  harmful:	  
1.  Evaluate	  impact	  on	  valida;on	  set	  of	  pruning	  each	  

possible	  node	  (plus	  those	  below	  it)	  
2.  Greedily	  remove	  the	  node	  that	  most	  improves	  

valida1on	  set	  accuracy	  

Slide	  by	  Pedro	  Domingos	  
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Pruning	  Decision	  Trees	  
•  Pruning	  of	  the	  decision	  tree	  is	  done	  by	  replacing	  a	  whole	  

subtree	  by	  a	  leaf	  node.	  
•  The	  replacement	  takes	  place	  if	  a	  decision	  rule	  establishes	  that	  

the	  expected	  error	  rate	  in	  the	  subtree	  is	  greater	  than	  in	  the	  
single	  leaf.	  

•  For	  example,	  

Color	  

1	  posi2ve	  
0	  nega1ve	  

0	  posi1ve	  
2	  nega2ve	  

red	   blue	  

Training	   Color	  

1	  posi2ve	  
3	  nega1ve	  

1	  posi1ve	  
1	  nega2ve	  

red	   blue	  

Valida;on	  

Based	  on	  Example	  from	  M.	  desJardins	  &	  T.	  Finin	  

2	  correct	  
4	  incorrect	  

If	  we	  had	  simply	  predicted	  the	  
majority	  class	  (nega;ve),	  we	  
make	  2	  errors	  instead	  of	  4.	  
	  
	  

15	  



Based	  on	  Slide	  by	  Pedro	  Domingos	  

Effect	  of	  Reduced-‐Error	  Pruning	  
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Based	  on	  Slide	  by	  Pedro	  Domingos	  

Effect	  of	  Reduced-‐Error	  Pruning	  

The	  tree	  is	  pruned	  back	  to	  the	  red	  line	  where	  
it	  gives	  more	  accurate	  results	  on	  the	  test	  data	  

On	  training	  data	  it	  looks	  great	  

But	  that’s	  not	  the	  case	  for	  the	  test	  data	  
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Conver;ng	  a	  Tree	  to	  Rules	  

IF 	   	  (Outlook	  =	  Sunny)	  AND	  (Humidity	  =	  High)	  
THEN 	  PlayTennis	  =	  No	  
	  

IF	   	   	  (Outlook	  =	  Sunny)	  AND	  (Humidity	  =	  Normal)	  
THEN 	  PlayTennis	  =	  Yes	  

	  .	  .	  .	  
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Conver;ng	  Decision	  Trees	  to	  Rules	  
•  It	  is	  easy	  to	  derive	  rules	  from	  a	  decision	  tree:	  write	  a	  
rule	  for	  each	  path	  from	  the	  root	  to	  a	  leaf	  
	  	  (Outlook	  =	  Sunny)	  AND	  (Humidity	  =	  High)	  à	  PlayTennis	  =	  No	  

	  
•  To	  simplify	  the	  resul;ng	  rule	  set:	  
–  Let	  LHS	  be	  the	  lep-‐hand	  side	  of	  a	  rule	  
–  LHS’	  obtained	  from	  LHS	  by	  elimina;ng	  some	  condi;ons	  	  
–  Replace	  LHS	  by	  LHS'	  in	  this	  rule	  if	  the	  subsets	  of	  the	  
training	  set	  sa;sfying	  LHS	  and	  LHS'	  are	  equal	  

–  A	  rule	  may	  be	  eliminated	  by	  using	  meta-‐condi;ons	  such	  as	  
“if	  no	  other	  rule	  applies”	  

Based	  on	  Slide	  from	  M.	  desJardins	  &	  T.	  Finin	  
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Rule	  Post-‐Pruning	  

1.  Convert	  tree	  to	  equivalent	  set	  of	  rules	  
2.  Prune	  each	  rule	  independently	  of	  others	  
3.  Sort	  final	  rules	  into	  desired	  sequence	  for	  use	  

Perhaps	  most	  frequently	  used	  method	  (e.g.,	  C4.5)	  

Slide	  by	  Pedro	  Domingos	  
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Slide	  by	  Pedro	  Domingos	  

Scaling	  Up	  
•  ID3,	  C4.5,	  etc.:	  	  assumes	  that	  data	  fits	  in	  memory	  
(OK	  for	  up	  to	  hundreds	  of	  thousands	  of	  examples)	  
	  

•  SPRINT,	  SLIQ:	  	  mul;ple	  sequen;al	  scans	  of	  data	  
(OK	  for	  up	  to	  millions	  of	  examples)	  
	  

•  VFDT:	  	  at	  most	  one	  sequen;al	  scan	  
(OK	  for	  up	  to	  billions	  of	  examples)	  
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Comparison	  of	  Learning	  Methods	  
10.7 “Off-the-Shelf” Procedures for Data Mining 351

TABLE 10.1. Some characteristics of different learning methods. Key: ▲= good,
◆=fair, and ▼=poor.

Characteristic Neural SVM Trees MARS k-NN,

Nets Kernels

Natural handling of data
of “mixed” type

▼ ▼ ▲ ▲ ▼

Handling of missing values ▼ ▼ ▲ ▲ ▲

Robustness to outliers in
input space

▼ ▼ ▲ ▼ ▲

Insensitive to monotone
transformations of inputs

▼ ▼ ▲ ▼ ▼

Computational scalability
(large N)

▼ ▼ ▲ ▲ ▼

Ability to deal with irrel-
evant inputs

▼ ▼ ▲ ▲ ▼

Ability to extract linear
combinations of features

▲ ▲ ▼ ▼ ◆

Interpretability ▼ ▼ ◆ ▲ ▼

Predictive power ▲ ▲ ▼ ◆ ▲

siderations play an important role. Also, the data are usually messy: the
inputs tend to be mixtures of quantitative, binary, and categorical vari-
ables, the latter often with many levels. There are generally many missing
values, complete observations being rare. Distributions of numeric predic-
tor and response variables are often long-tailed and highly skewed. This
is the case for the spam data (Section 9.1.2); when fitting a generalized
additive model, we first log-transformed each of the predictors in order to
get a reasonable fit. In addition they usually contain a substantial fraction
of gross mis-measurements (outliers). The predictor variables are generally
measured on very different scales.

In data mining applications, usually only a small fraction of the large
number of predictor variables that have been included in the analysis are
actually relevant to prediction. Also, unlike many applications such as pat-
tern recognition, there is seldom reliable domain knowledge to help create
especially relevant features and/or filter out the irrelevant ones, the inclu-
sion of which dramatically degrades the performance of many methods.

In addition, data mining applications generally require interpretable mod-
els. It is not enough to simply produce predictions. It is also desirable to
have information providing qualitative understanding of the relationship

[Table	  10.3	  from	  Has;e,	  et	  al.	  Elements	  of	  Sta;s;cal	  Learning,	  2nd	  Edi;on]	  
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Summary:	  Decision	  Tree	  Learning	  
•  Representa;on:	   	  decision	  trees	  
•  Bias: 	   	   	   	   	  prefer	  small	  decision	  trees	  
•  Search	  algorithm: 	  greedy	  
•  Heuris;c	  func;on: 	  informa;on	  gain	  or	  informa;on	  	  

	   	   	   	   	   	   	  content	  or	  others	  
•  Overfi/ng	  /	  pruning	  
	  

Slide	  by	  Pedro	  Domingos	  



Summary:	  Decision	  Tree	  Learning	  
•  Widely	  used	  in	  prac;ce	  	  

•  Strengths	  include	  
–  Fast	  and	  simple	  to	  implement	  
–  Can	  convert	  to	  rules	  
–  Handles	  noisy	  data	  	  

•  Weaknesses	  include	  
–  Univariate	  splits/par;;oning	  using	  only	  one	  a>ribute	  at	  a	  
;me	  -‐-‐-‐	  limits	  types	  of	  possible	  trees	  

–  Large	  decision	  trees	  may	  be	  hard	  to	  understand	  
–  Requires	  fixed-‐length	  feature	  vectors	  	  
–  Non-‐incremental	  (i.e.,	  batch	  method)	  
–  Sacrifices	  predic;ve	  power	  
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