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Weakly supervised learning scenario: 

Each face has 2 or more potential labels, only 1 of which 

is correct. We want to:

ÅDisambiguate the ambiguous training labels 
(transductive setting)

ÅLearn a classifier from the ambiguous training set 
(inductive setting)

200 TV episodes + 10 movies

Å15M images, 200 hours,1.5 TB

Å2,000 screenplays

decompilation

Standard multi-class,

one-vs-all loss 

(Not applicable in our setting)

Naïve, multi-label loss 

(treats each example as 

having multiple valid labels)

Before After

ñHillary Clinton, Secretary of State in Barack Obamaôs 

administration.ò

Ex 2: People on TV

Ex 1: Photograph Collections

weak form of supervision: no fully 

labeled training examples!

Caption Ÿ set of people in photograph

Aligned screenplay and closed captions 

Ÿ set of speakers in scene

Obama?

Clinton?

Obama?

Clinton?
Obama Clinton
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Tested on 100+ hours of TV series and movies: 

6% error for character naming on 16 episodes of LOST (transductive setting)
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Define ambiguity degree:

learning impossible when Ů=1: 

P(z=Hurley | y=Jack) = 1

01-loss

square hingeexp loss

convex losses �%

exp loss

g1

chord (g1,g2)

naive:

ours:

max-loss:

Our proposed loss

(drive up average score, 

not all scores)

using a strictly-convex 

loss:

max-loss01-loss naive lossour loss
non-convexdiscrete

Multiclass Classification Scheme

Ambiguity network 
in Season 1 of LOST

We can minimize true 0-1 loss with only access to 

ambiguous 0-1 loss:

PCA 

features

Experiments with 500 images and 10 labels, in an inductive setting. Each image 

has t/10 extra labels chosen randomly, where t is the proportion of extra labels, 

which we vary.
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t: proportion of extra labels

chance

naive

evaluation based on refusal-to-predict scheme 

(most confident predictions)
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improved cues: gender+mouth motion

examples classified as Catherine Willows in CSI. precision = 85%

See paper and tech report for additional controlled experiments varying 

ambiguity size, ambiguity degree, label set size and distribution.
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def description example

y true label ñJackò

z extra label ñHurleyò

Y
ambiguous label 

set
{ y, z }

x instance face track

f(x) features eigenfaces
(score for class a)

(predicted class)

When is learning possible?
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ambiguous label set A Tighter Approximation

g2

Algorithm
1. Collect examples x via face 

detection, tracking and part 

localization

2. Compute features f(x)

3. Extract ambiguous label sets Y

from screenplay

4. Learn ga(x) for all classes a, by 

minimizing        using squared-

hinge loss and SVM.

5. Classify ambiguous examples  

(transductive) 

and unseen examples (inductive) 

Take Home Messages

1. Learning is possible, both in 

theory and practice, without 

a single fully-labeled 

example

2. Better to use lots of 

ambiguously labeled data 

than a few labeled 

examples (a la ñBuffyò)

above equation has equality everywhere when:

½ (g1+ g2)

For input x with ambiguous label set (a, b), our model only encourages the sum ga(x) + gb(x) to be large, allowing the correct score to be positive 

and the extraneous score to be negative (e.g., ga(x) = 2; gb (x) = -1). In contrast, the naive model encourages both ga(x) and gb(x) to be large.

ÅFace Detection
ÅTracking

ÅFace part 

detection

ÅRegistration 
ÅMouth motion

Naming Error 8 labels/16 episodes 16 lbls /16 eps 32 lbls/16 eps

naïve 14% 16.5% 18.5%

ours 10% 14% 17%

ours + mouth motion + gender 6% 11% 13%

Confusion matrix for Season 1 of LOST

We use high-confidence 

gender classification and 

mouth motion/dialog co-

occurrence to further 

constrain label sets.  For 

example, we use gender to 

constrain labels as follows:

Strong theoretical guarantees: 

ÅTighter convex upper bound 

ÅGeneralization bounds 

ÅTransductive bounds

We propose a novel convex learning formulation to minimize true error with access only to 

ambiguous labels.  We show consistently improved results on a number of large scale

datasets, against many baselines.

recall
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+gender

+mouth motion

Y - {a : a is F}, if gender is MY :=

Y,  if gender uncertain

Y  - {a : a is M},  if gender is F
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