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PROJECT ABSTRACT

I've implemented a novel use of shadow volumes to fill arbitrary regions of terrain. This
geometry-shader [Blythe 2006] based method is independent of the terrain rendering
algorithm. Performing volume extrusion in a geometry-shader (GS) reduces
preprocessing, main memory, and CPU-GPU bandwidth. Since preprocessing is kept
minimal, the regions can be dynamic. Texture mapping was implemented using a
fragment shader that dynamically assigns texture coordinates.

The algorithm is demonstrated with a near production quality implementation in a
commercial product.

1. INTROUDUCTION

1.1. Significance of Problem or Production/Developm  ent Need

Analytical Graphics’ Satellite Toolkit (STK) provides a wide array of analysis and
visualization capabilities. The ability to “fill” regions of terrain such as countries, threat
zones or dynamic sensor intersections is a key feature missing in STK’s 3D
visualization.

My project provides an efficient algorithm to fill these regions.

1.2. Technology

The CPU side of the algorithm is written in C++ and the GPU side is written in GLSL
using the GS extension [Brown 2006]. Development was done on a GeForce 6800
under emulation as shown below.
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Along, with a GS, a fragment program was implemented in GLSL to texture the regions.
A vertex shader version of the algorithm was also written for systems that do not have
the required hardware for the GS.

1.3. Design Goals

This project addresses the need to fill regions of terrain such as countries, threat
zones and dynamic sensor intersections with terrain in STK. As described in the
Motivation section (2.1.1), previously STK would only fill regions directly on the
ellipsoid. So if terrain was present, the region was not visible because it was
under the terrain.

1.3.1 Target Audience.

The target audience is the more than 35,000 STK users, including aerospace,
defense, and intelligence professionals. In particular, customers that use STK for
GIS or sensor analysis and visualization will benefit.

1.3.2 User goals and objectives

The user’s goal is to see a filled region (triangle mesh) conform to terrain. This is
most likely part of a larger goal such as battlespace visualization.

1.3.3 Tool features and functionality

This GS-based shadow volume algorithm was implemented as part of the 3D
engine in STK and integrated into a two STK features.



One enhanced feature is the Area Target — which represents an area of interest
on the globe such as a country, state or threat zone. The image below shows an
Area Target that represents California.

+* 3D Graphics 1 - Earth

A proof of concept was completed to integrate this algorithm with dynamic
sensors. A conic sensor is shown below.



2. PROJECT DEVELOPMENT APPROACH

2.1. Algorithm Details

Shadow volumes can be used to cast shadows onto arbitrary objects. An
excellent description of the algorithm is in [Akenine-Moller and Haines 2002]. |
will limit our discussion to the use of shadow volumes for filling regions of terrain.



We will then extend this algorithm the use a GS. Finally, we will consider how to
texture map these regions and the many optimizations we can apply.

First we must consider why we choose this algorithm to begin with.

2.1.1 Motivation

Consider a central body such as earth rendered as an oblate spheroid. It
is easy enough to “fill” a region on the surface such as a country or state
given the outline of the area in the Cartesian fixed reference frame, which
is shown below.

To fill a country for example, the boundary points are triangulated, then a
subdivision surfaces algorithm is applied to make the triangle mesh “fit”
the central body’s surface. If terrain is present on the central body, this
algorithm will come up with a mesh that does not conform to the terrain.
The mesh will be below it (or above it, in the case of undersea terrain).



This can be seen when terrain is added for the San Francisco bay area.
In the image below, you will notice that the mesh for California is under the
terrain in the bay area.

2.1.2 Potential Algorithms

An “obvious” solution may be to change the subdivision step to conform to
the terrain, instead of the central body. This has numerous drawbacks.

- First, the mesh becomes dependent on the terrain rendering
algorithm. Multiply LODs of the mesh will need to be created and
swapped in/out to conform to the terrain’s current LOD.

Second, creating the mesh and its LODs will be slow and
potentially consume a lot of memory. Terrain data structures are
generally preprocessed offline and utilize out-of-core rendering to
overcome the memory issues. It is inappropriate to require
preprocessing to fill a simple region considering the wide array of
data sources it may come from. This also proves to be difficult for
dynamic regions, such as sensor intersections.



Third, z-fighting is likely to become an issue between the mesh and
the terrain
Other drawbacks exist such as a mesh that crosses two separate pieces
of terrain.

Another solution is multitexturing, which is currently used in some
commercial products to fill regions of terrain.

The idea is to create a 2D texture that surrounds the region. The area
outside the region and any holes are given an alpha of zero. The
remainder of the region is given a non-zero alpha so it blends with the
base texture.

Though this can be implemented with some success, the major drawback
is how large to make the texture. If it is too small, it will be pixellated when
zoomed in and will not represent the true boundary. If it is too large, it will
waste memory unless preprocessing for out-of-core techniques is used.

2.1.3 Requirements

To overcome the shortcoming of existing solutions, my algorithm supports
the following.

- Independent of the terrain rendering algorithm. Not only is this
good for algorithm simplicity but it is pragmatic to minimize the
effects that changing the terrain rendering algorithm has on the rest
of the system.

Requires little preprocessing. When a user wants to see a country
boundary or a dynamic sensor moving across terrain, they do not
want to wait or preprocess anything.

2.1.4 CPU Implementation

Instead of using shadow volumes for shadows, | applied them to filling
arbitrary regions of terrain. As a first step, consider one triangle from a
region’s triangle mesh that sits under (or above) terrain. Normals can be
assigned to each vertex that corresponds to the detic surface normal. If
the terrain was relative to a planar surface instead of an ellipsoid, this
would be the plane’s normal. Given these normals, the volume is formed
by extruding upwards and downwards. The volume is made up of 6
triangles along its side and 1 triangle for its top “cap” and 1 for its bottom
“cap” as shown below.



We will defer the discussion of the volume’s height until 2.1.7 when we
consider optimizations. For now, assume the volume is tall enough so
terrain intersects it, as shown in the image below.

The depth test for the wireframe is turned off so you can see the bottom of
the volume. When this volume is rendered using a shadow volume
algorithm, the result is:



The desired effect for a single triangle in the mesh

After rendering the terrain into the color and depth buffer, the following
steps are used to render the shadow volume.
- Disable writing to the color and depth buffer. Though depth
buffer reads are still enabled.
Clear the stencil buffer.
Render the front faces of the volume, increasing the stencil
buffer.
Render the back faces of the volume, decreasing the stencil
buffer.
Enable writing to the color buffer.
At this point, the stencil buffer is nonzero where the volume
intersects the terrain, so render the volume and write to the
color buffer when the stencil buffer is not zero.

This is a z-pass algorithm since the stencil buffer is modified when the
depth test passes. As you can imagine, this does not work when the
viewer is in the shadow volume. To overcome this, a z-fail algorithm
[Kilgard 2001] may be used.

It should also be noted that conceptually, the front and back faces are
rendered as two different passes but with use of the double sided stencil
buffer, they can be rendered in a single pass.

If this algorithm is ran this for each triangle in the mesh, we can fill a
region of terrain — independent of the terrain rendering algorithm.




2.1.5 GS-based Implementation

With use of a GS, we can do much better. Given a triangle mesh of N
triangles, the CPU implementation preprocesses to compute N volumes.
Each volume is 8 triangles with 6 unique vertices and 24 indices. If the
original mesh is stored as an indexed triangle list, the number of vertices
has doubled and the amount of index data has gone up by a factor of 6.

Consider the mesh for California shown earlier. Itis 1,056 unique vertices
that are 24 bytes each and 3,321 unsigned short indices. The total
memory requires are 31,986 bytes.

If each triangle is constructed into a volume, the amount of vertices double
and the indices data increases six fold times to a total of 90,540 bytes,
near 3 times the original. This is 3 times the amount of main memory and
3 times the amount of data using of CPU-GPU.

Though these numbers are small, they quickly grow with a large number
of meshes or larger meshes, such as Russia which has 50x the number of
triangles than California.

Clearly, a better solution must exist. What if the GPU was used to
construct the shadow volume? We could eliminate the preprocessing on
the CPU, the extra main memory and the extra CPU-GPU bandwidth.

Conceptually, we would send a triangle to the GPU and the GS would
create 8 triangles based on the triangle and its normals as shown below.

The “walls” of the volume are really triangles, so the volume looks like this:



As we will see in the optimizations section (2.1.7), if we are willing to
sacrifice some precision, no normals will be required.

2.1.6 Texture Mapping

As a stretch goal, I'd implemented texture mapping for the filled region
using a fragment shader. The crux was to compute a texture coordinate
given a fragment that passes the final stencil test.

The texture is positioned around the mesh’s extent as shown below.

To apply this texture to the mesh

First, the terrain is rendered and the depth buffer is copied to a
texture.



Next the shadow volumes are rendered as before, except during
the final pass, a fragment shaders runs to apply a texture map to
the filled region.

o Given the fragments screen position and the depth value of
that position (from the texture), the world position is found,
similar to gluUnProject.

o The world position is then normalized, and converted to
spherical coordinates, which are converted to texture
coordinates.

An alternative implementation is to assign texture coordinates to the base
mesh and then compute the barycentric coordinates of a triangle in the
mesh based on a projection from the fragment getting textured. This is
much more involved but should avoid precision problems.

2.1.7 Optimizations

Creating a separate volume for each triangle is almost certainty
unreasonable. Besides introducing a lot of unnecessary geometry, it will
create a fill rate bottleneck. In particular, this will become a problem when
viewing along the horizon as shown below.



2.1.7.1 Silhouette Edges Optimization

Any self-respecting shadow volume algorithm will find the silhouette edges
of the volume and only introduce faces that connect them. For our
meshes, the “silhouette edges” are simply the boundary of the mesh. Itis

only along this boundary that faces need to be added to connect to bottom
and top caps.

To implement this, | considered extending the GS. Instead of the GS
treating each triangle individually, it could accept triangles with adjacency
information (TRIANGLES_ADJACENCY_EXT). Based on the adjacency
information, the GS would output between 2 and 8 triangles per input
triangle as shown below:



For large meshes, most triangles will be interior triangles so they will have
3 adjacent triangles and will only require extrusion for the bottom and top
cap. This should significantly reduce the fill rate.

2.1.7.2 CPU Time and Main Memory vs. Fill Rate



There is a tradeoff between mesh subdivision and fill rate. If the mesh is
subdivided to create small triangles, we have the advantage of being able
to make the “walls” of the volume shorter and they will still cover the
terrain. An exaggerated case is shown below.

Here the triangle’s vertices are close enough together that the extrusion
does not have to add height to the wall to make up for the curvature of the
central body between the vertices (of course, pretend they are much
closer than shown above). A volume like this may be created if the mesh
has enough triangles as shown below.



It may also be possible to query the terrain altitude at the vertex (or the
maximum altitude of a surrounding area), and make the wall even lower.

The key point here is we can spend CPU time, main memory and CPU-
GPU bandwidth performing the additional subdivision on the CPU to save
on fill rate. | don’t believe this subdivision can be performed in the GS due
to its required access to the central body’s shape model and possibility
terrain.

My feeling is the extra subdivision is not going to payoff and may even
degrade performance for dynamic regions by making the application CPU
bound. Instead, | suggest the exact opposite as shown below.



Here the mesh is barely subdivided, so the walls are taller to make up for
the distance between vertices. An example mesh that this volume was

created from might look like this:

My strategy is the keep the subdivision to a minimal to reduce CPU
resources. This has the benefit of requiring much less subdivision than
STK currently does. The primary boost in fill rate performance will be from

the silhouette edge detection.



2.1.7.3 Main Memory Optimization

If a lost of precision is acceptable, the amount of main memory and CPU-
GPU bandwidth can be reduced by not storing any normals for the mesh.

Since the GS has access to the vertex position in world space, it can take
advantage of the knowledge that the vertex is defined in the fixed
reference frame. A normalized copy of the vertex is made. This is
referred to as the centric normal because it does not consider the oblate-
ness of the central body. For almost spherical central bodies such as the
moon, this may be acceptable. | will have to test this for earth to see if it is
reasonable.

2.1. Target Platforms
2.2.1 Hardware

This algorithm targets a GeForce 8800. If the system has an older card,
the production implementation will use a non-GS based implementation as
described in the Technology Section (1.2).

Since using the GS reduces the amount of preprocessing during load and
main memory used for geometry, this algorithm doesn’t have any
particular CPU or main memory requirements, so | default to the
recommended configuration for STK.

CPU 2+ GHz

RAM 1+ GB

2.2.2 Software

As noted above, this algorithm will be a feature for a future version of STK.
It will run on the 32-bit versions of Windows 2000 and Windows XP.

To run the GS based implementation, OpenGL 1.5 with the GS extension
(EXT_geometry shader4) is required.

Similar to many advanced 3D STK features, this will not work when using

Microsoft Remote Desktop or VMWare.

2.3. Project Versions
2.3.1. Project Milestone Report (Alpha Version)



The informal milestone presentation included an un-optimized CPU and
GPU algorithm for filling Area Targets (i.e. countries, states, etc) on terrain
in STK.

2.3.2. Project Beta Version

The beta version focused on optimizing the shadow volume and applying
textures to the fill.

2.3.3. Project Final Deliverables

In addition to the beta features, the final version contains of prototype of fill
for dynamic regions and additional performance enhancements.

3. WORK PLAN

Since | have an abnormal schedule and worked on a closed-source application, |
worked by myself.

3.3.1. Pro;ect Milestone Report — 04/09
Single triangle on terrain using CPU algorithm — 10 hours
Triangle mesh on terrain using CPU algorithm — 6 hours
Integrate with STK Area Targets — 10 hours
Framework for using Geometry Shaders in STK — 12 hours
Simple pass-through GS — 4 hours
GS-based algorithm — 20 hours

3.3.2. Project Beta Version
CPU and GPU silhouette edges optimization — 20 hours
Mesh subdivision tradeoff optimization — 10 hours

3.3.3. Project Final Deliverables — 05/04
Textured regions (stretch goal) — 30 hours
Integrate with dynamic regions such as sensors — 20 hours
Performance tests for static and dynamic regions — 10 hours

3.3.4 Gant Chart






4. RESULTS




4.1. Shader Configurations

| implemented an algorithm to fill and optionally texture regions of terrain. The shaders
can be configured in four different ways.

If a GeForce 8800 is present, textured fill uses the following shaders:

If plain fill is requested on the 8800, the following configuration is used:

If an 8800 is not present, the Geometry shader is replaced by a Vertex shader as shown
below.

4.2. Vertex Shader Algorithm

As input, both the GS-based and VS-based algorithms take a mesh on the surface of
the ellipsoid as input. The mesh contains vertices and indices for both the interior
triangles and its boundary. Thus, the silhouette optimizations described in 2.1.7.1 turns
out to be trivial since the “silhouette” is known before any GPU code is ran.

The VS-based algorithm requires much more memory than the original mesh:
Number of vertices: 2x
Memory for each vertex: 12 -> 16 bytes
Number of indices: 2x + 2x

The vertex data is preprocessed on the CPU as shown below.



The image shows that the vertex data is doubled and half the vertices are extruded
upwards, the distance they are moved up is somewhat heuristic as shown below.

When extruding upwards, two factors are considered. The vertex must be high enough
to cover the maximum altitude of the terrain and the curvature of the central body. The
vertex is moved up just once on the CPU as a preprocess step since does not change
based on view parameters but the bottom vertices are extruded downwards in a vertex
shader based on the view parameters as shown below.

At the least, the vertex is moved down to cover the minimum terrain altitude as
undersea terrain needs to be considered. Somewhat less obvious is the fact that the



central body simplifies as the viewer zooms out. The distance between the eye and the
vertex is multiplied by the “pixel size per distance” to compute the size in meters of a
pixel at that distance from the eye. This times a user defined mesh pixel error (typically
1 or 2 pixels) is less than the terrain minimal altitude then it is used to extrude the vertex
downwards.

In the vast majority of cases, the “walls” formed by extruding vertices upwards and
downwards are much taller than needed to capture the terrain in the color buffer.
Though you would think reducing their high would improve performance, | did not
observe any differences. But this may be revisited in the future.

4.3. Geometry Shader Algorithm

The GS-based algorithm moves much of the work from the CPU to the GPU. This
means less memory is used, less preprocessing is required and the algorithm is
generally easier to understand.

The memory required compared to the original input mesh is:
Number of vertices: same
Memory for each vertex: same
Number of indices: same + 3x

The layout for vertex and index buffers is shown below.

Virtually no preprocessing is required other than preparing the index buffer. The
geometry shader inputs one triangle and creates two triangles.
If the input is an interior triangle, a bottom and top cap is created.
If the input is a line segment along the boundary (which is realized because it is
input to the geometry shader as a degenerate triangle), two triangles along the
wall are created.

Great care is taken to make sure proper winding order is maintained which is required
for the shadow volume algorithm to work properly.



4.4. Textured Fill




Textured fill is more difficult than plain fill. How would you assign meaningful texture
coordinates to the shadow volume? The top and bottom caps are easy but what about
the walls? It's obvious that they need to be assigned texture coordinates in some view
dependent way but its not obvious how to assign them.

Overlaying a quad with texture coordinates for the final rendering pass could produce a
textured fill but the fill is defined in screen space and not orientated with the mesh. It
also makes me dizzy when moving around.

Instead, I've taken the approach of assigning texture coordinates dynamically in a
fragment shader. If we can get the world position of the fragment, it is possible to derive
a texture coordinate. But how do you get the world position? Passing in a varying
variable from the vertex shader will not help because that will be the world position of
the shadow volume. We care about the world position of the fragment getting colored
due to being inside the shadow volume.

It may be possible to cast a ray from the eye, thru the fragment to the terrain behind it in
the fragment shader but it is likely very expensive. Instead, a depth texture of the scene
is created after the terrain is rendered. This is passed into the fragment program along

with the viewport dimensions and inverse model view projection matrix as shown below.

The fragments screen position and viewport dimensions are used to lookup the depth
value of the fragment. It is important to remember that this is the depth value of the
terrain not the shadow volume’s geometry. Next the world position of the fragment is
computed.

The “spherical extents” of the mesh are also input to the fragment program. These are
used to the position the texture around the mesh. The world position of the fragment is
converted into spherical coordinates, which are then converted to texture coordinates
based on the spherical extents of the mesh. Finally, we can lookup the texel to color
the fragment.



The fragment program contains two texture reads (dependent) and two atan() calls
which are very expensive.

4.5. Memory Usage

As you would guess, the GS algorithm uses much less memory than the VS algorithm.

The GS algorithm uses only about 40% of the memory as the VS algorithm, which can
become significant when a lot of meshes are present as shown below.



| feel that the memory savings can also help out with performance since using less
memory gives the VBOs a better chance of staying in video memory.

4.5. Performance

Performance tests were done using a GeForce 6800 Ultra and the VS algorithm. A
comparison of the VS and GS algorithm is not available due to the lack of access to
hardware at AGI (though | was ordered a new machine as a side effect of this project,
so thanks!). Under emulation, textured fill on terrain using the GS algorithm gets a
blazing 1 frame every 7 seconds.

To test the VS algorithm, three view positions were considered. In the first, the user is
zoomed out so all the meshes are visible but none of them take up a lot of screen
space.



In the next case, the viewer is zoomed in, looking straight down at mesh that occupies
most of the screen:



The final case tests the fill rate, were the viewer is looking out along the horizon.



You'll notice that terrain is not present during these tests. This is to isolate the
performance of the fill algorithm. A nice side effect of this algorithm is it still fills the
globe even if terrain is not present, since the globe intersects the shadow volume just
like terrain.

The performance goals were to match the original fill in STK which does not conform to

terrain. This would be fantastic for bragging rights and may even be possible since the

original fill requires a lot more vertices and uses display lists instead of VBOs. The goal
frame rates are shown below.



The first round of optimizations was standard culling algorithms.

You may be surprised to see that view frustum culling improved performance even
when everything was visible. This is because STK may try to render things multiple
times per frame to avoid precision problems.

The next round of optimizations include a small increase by culling backfaces during the
final rendering pass and a nice boost by switching vertex arrays to interleaved VBOs.



For the VS algorithm, the red channel is used to tell the VS if the vertex should be
extruded downwards. The red channel always repeats itself: 0, 255, 0, 255, etc.
Though | didn'’t try it yet, it may be worthwhile to not use interleaved VBOs and instead
have just one set of color data for all the meshes.

The next set of optimizations has mixed results.

Originally, triangles were used to store the walls of the mesh but triangles strips could
easily be used. This reduced the amount of memory (at the expense of an extra
glDrawRangeElements call) but did not change the frame rate. | left the change in due
to the memory savings.

| also optimized the vertex data layout for the pre-VS cache (or pre T&L cache,
depending on your preferred terminology). As | expected, this didn’t do anything. |
think this is because all the vertex data was already in video memory so this didn’t
reduce AGP traffic. Although it might have improved the cache hit ratio, it didn’t really



matter because it didn’t have to go over AGP to get the memory. | removed this
optimization to keep preprocessing to a minimal.

Another optimization that didn’t do anything was reducing the size of the vertex data
from 20 to 16 bytes. Previously, texture coordinates were used to tell the VS how to
move a vertex. | changed this to use the vertex’s color (which also simplified the vertex
shader itself, which doesn’t contain any if statements now). This did not result in any
performance gains. | found this a little odd since | thought it would be strongly desirable
to align things to 16 byte boundaries.

Finally, | changed the final pass to not only cull the back faces but to not draw the
bottom cap (unless, the viewer is inside the volume, in which case it is required). This

resulted in a modest performance gain from 92 to 97 fps for the worst case of looking
out along the horizon.

4.5. Textured Fill Performance

The same viewer positions were used to test performance for the texture fill.



The results will probably surprise you as much as they did me.

The textured fill is much slower than the plain fill, especially in the worst case of looking
out along the horizon. | found it very strange that using a single 512x512 texture for all
of the 134 meshes was no faster than using a different 512x512 texture for each mesh!
Even changing the texture size to 32x32 did not matter.

Removing an unneeded normalize from the fragment shader provided a modest gain
without much effort. Even changing a vec2(v) to v.xy brought a small performance gain
unless this is just an anomaly.

After un-commenting several parts of the fragment shader, it became obvious that two
atan calls were very expensive, much more expensive than the two texture reads. If the
atan calls can be eliminated, the performance could double.

Though | haven’t implemented them yet, | have a few ideas to improve the performance
of atan.
Approximate it with a 1D texture. Though this seems contrary to GPU
programming, in which we want to compute instead of read from memory. But
my tests show that atan is much worst than a texture read. The 1D texture may
also present some precision problems.
Approximate with a series. Again, this is contrary to the GPU paradigms were
we typically want to use libraries functions since they may be implemented in
hardware as opposed to doing the math by hand. This may also present
precision problems depending on the degree of the polynomial used to
approximate the function.
Finally, the depth texture could be replaced with a “spherical texture” that maps
directly to the spherical coordinates for the fragment. Though it is unclear how to
create this texture efficiently.

| have found that like all shadow volume algorithms, this algorithm is fill rate limited. 1
have also found that it takes the performance hit on the 2" pass of the algorithm when



the color buffer is written to. For example, if you enable writes to the color buffer during
the 1% pass, performance cuts in half.

An interesting piece of trivia | learned from this is if a fragment shader only writes to the
color buffer, it will not run when writing to the color buffer is disabled. | tried to disable
the expensive textured fill fragment shader during the first pass of rendering and
actually slowed things down!

4.5. Future Performance ldeas

Currently, | am working on changing the z-fail shadow volume algorithm to a z-pass
algorithm when the near plane does not intersect the volume. This means the bottom
caps do not have to be rendered for both the first and second passes. | anticipate a
modest performance gain.

| have also considered optimizing the triangle layout for the post vertex shader cache
but don’t expect much improvement since the triangle layout is reasonability coherent
already and the algorithm is not vertex limited.

It may be interesting to apply LOD to the mesh but again the algorithm is not vertex
limited so the same argument as above can be made. Though, a less traditional type of
LOD may be used. Once the camera is far away the mesh could just be drawn at
altitude above the terrain. In the case when the viewer is looking nearly straight down,
they would not notice. Rendering a simple mesh is much faster than a multi-pass
shadow volume.

4.6. Future Implementation ldeas

Besides performance improvements, I’'m also considering adding two features to the
fragment shader for textured fill
A view dependent per pixel fade. This would allow effects for the mesh to fade
out as the viewer zooms out. It would also be easy to implement.
A constant pixel to texel ratio for fills. This would allow pattern textures such as
hatch marks to not “come apart” when zoomed in close or “clump together” when
zoomed out.

Finally, it would be interested to use textures that were positioned independently of the
mesh'’s spherical extents. This would allow multiple meshes to share the same texture,
or have a dynamic mesh reveal different areas of a texture as it moves around.
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