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Abstract

In this information age, we increasingly see our privacy eroded, both through actions of
others and unwittingly making mistakes on our own. An anonymity system uses various tech-
niques to hide the identity of people using the internet to communicate. Banana is a project
with similar aims, but novel and different means.

Unlike most anonymity systems, Banana seeks to provide anonymity from a global eaves-
dropper—a malicious entity who can read all packets sent on the network. Existing anonymity
systems often will either ignore this threat, attempt to work against a lighter version of it, or
be far too impractical for general use. Through judicious use of cover traffic and emulation
of fixed links, a noninvasive global observer can be made oblivious to a communication’s
participants.

1 Introduction

The internet seems anonymous. It appears difficult to trace the activities of someone, or to link
an IP address with a person. However, a determined or resourceful eavesdropper would be able
to easily. An Internet Service Provider, for example, wouldby necessity know who is using an
IP address on their network. Were an ISP to be cracked, then this misleading sense of anonymity
would be broken. Anonymity or pseudonymity on the internet is important for political dissidents,
whistle-blowers and citizens of countries who would censorfreedom of expression face great harm
if they were to speak using their real name, but also for people who simply value the privacy of
their communications. In order to provide anonymity to communicators, networks of mixes(2),
machines which bounce multiple messages to others, attemptto hide the senders or receivers of
data.

Two existing networks that attempt to anonymize their usersinclude Tor(6) and Freenet(3). Tor
allows the client of a client-server relationship to be anonymous. A person connects, through Tor,
to servers and thus may surf the web or perform other actions involving TCP over the network. The
client connects to a mix, who connects to another, who connects to another, who then connects to
the destination server. Freenet implements a global file store by bouncing requests for a file over
peers, where it is unknown whether the peer who requested or responded is the one who originally
wanted the file or stored it.
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Banana’s focus lies in creating an analog for most activities that people do online, anonymously
or pseudonymously. We hope to improve on existing techniques, as well as add some new ones,
to provide security of one’s identity but more convenience and throughput, and primarily defend
against a global observer. To do so, Banana intends to createan infrastructure containing, at a
minimum, the ability for a global file system to allow users tostore and retrieve data, and host-to-
host communications like the existing TCP protocol.

Combining multiple protocols into one system grants several benefits. First, more people will
participate in the network and more kinds of data will be flowing, providing more opportunity
to both store data and to hide data traffic. In addition, the combination of ordinary TCP-like
networking with a global file system allows, for example, a poorly funded website owner to link
to data on the global file store for static content. This meansthat he does not need to use as much
bandwidth to serve many visitors. A benefit of the network topology and the protocols is that
one could host a service at multiple locations but appear to have one address. This is a technique
which is usually done using the Domain Name System, and thus only reasonably available to large
organizations.

2 Related Work

Many other other anonymous or pseudonymous systems exist. Each usually focusing on one rout-
ing concept. In Banana I hope to use the synergy between different concepts to optimize overall
performance.

Tor(6) is an onion routing network. This means that one constructs routes consisting of multiple
mixes, sending a message to the first, who sends it to the second, etc. The message is encrypted in
layers, like an onion, so that only the first mix can decrypt the outer layer, then sends to the second
who decrypts the next, until the exit point. Tor additionally supports ’hidden services’, where a
server establishes a rendezvous point through routes, so that others who use Tor can find it. From
the viewpoint of the author, the network is slow, both in terms of both latency and throughput.
Because the network is not peer-to-peer, it can not take advantage of its clients to provide chaff and
hide the initiator of a route. The fact that it uses a set of routers that does not grow or shrink with
the network means that there is potential for too many users,consuming CPU time on the mixes,
or too few users, not supplying sufficient obfuscation.

In Crowds(10), a network of nodes provide a probabilistic method of protecting the identity
of the initiator of a connection. Before connecting to a server, a node bounces its connection to
another member of the network at random, who will either continue the bouncing with probability
p f , otherwise ending the chain and connecting to the target server. In Banana, we take a similar
method to diffuse the probability of the one connecting to the general routing tree being found; each
node connects to a small, select group of trusted friends, where requiring the trustworthiness of the
friend diminishes the threat of the ‘compromised node’. A host can establish a tunnel through
the friends in a manner similar to Crowds, afterward operating through this tunnel. Tarzan(7)
uses a similar scheme of ‘mimics’, which does not have the same requirement of trustworthiness.
Because the aim of this is to diffuse connections throughout the overlay network, I will refer to this
as the ‘diffusion layer’ of our stack.

Freenet(3) is an example of a global file store, where submission and retrieval of files are
anonymous, and files are stored on a peer’s computer. Freenetis designed with the ideal that no
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one can tell who uploaded a file, or who downloads it. Furthermore, the people who store the
files do not know the contents of the files they store, only a machine-readable identifier. Freenet
scales poorly to large numbers of users, and its security is dubious with regards to anonymity.
Because of the way that Freenet searches and retrieves files,it has often little chance of finding
a particular object on the network. Freenet recently decided to go to a purely friend-to-friend
network topology, such that one only connects directly to trusted people. While this may improve
security, it significantly hampers the quality of the network. Gnunet(1) adds in an innovation called
the Bloom filter. This mathematical trick intends to allow people to search for files by keyword,
without anyone who relays the search or hosts files knowing what word was searched for. All
these, however, make unfortunate compromises either in latency, throughput, or security.

Bittorrent(4) gives an example of a way to use a network to optimize data distribution. Rather
than have a server give a copy of a file to each person who is interested in it, the clients will only
receive part of the file. The clients then cooperate with eachother, swapping those pieces until
everyone has a copy. This is generally quite efficient, and the result is that network load is low on
the initial uploader. Unfortunately, anonymous P2P has notcaught up on such innovations, and I
hope to provide them.

The major aim of Banana is to defend against a global observeror eavesdropper; one who can
view all communications. Most existing networks do not defend against this. Some analysis has
been performed on methods for defense(12), and various projects have been started which attempt
to solve the problem(8). Banana, in addition to the capabilities that are provided by other systems,
intends to have the added security of immunity to a global observer.

3 Design

Banana will run in the background on a personal computer or server. The program will listen for
other processes on the computer to connect to it. This allowsus to act as a proxy for TCP-like
protocols such as HTTP, without having to interfere with theoperating system. For connections,
the Banana daemon runs a partial implementation of the SOCKS4a and SOCKS 5 protocols,
taking advantage of the protocols’ ability to take domain names rather than simply IP addresses.
The domain name field is used to contain a base64 encoding of the end-to-end address one wishes
to connect to. The global file store maintains a database of blocks that it has and makes their
content available through a Fuse mountpoint. Accessing a file or folder on the network requires
simply reading from a folder titled according to the name of the head block and the file’s key.
The global file store daemon will seek out the blocks necessary as they are requested. Finally, a
distributed hash table is maintained, and used by both components of the system.

Each instance of Banana running on a computer is a ‘node’ on the network. Nodes connect
directly via TCP to other nodes, and all nodes work cooperatively to transmit or store data. In the
event of malicious or delinquent nodes, the network should have sufficient redundancy that it is
statistically unlikely that failures occur. By using one underlying method for all the higher level
protocols, we will have both more participation in the network and more available obfuscation of
traffic. People only interested in using the global file store will still route connections and vice
versa.

The nodes collectively act, in a sense, as a distributed darknet, with some open and non-
anonymized actions that are performed by proxies filtered through the darknet. The term darknet
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Figure 1: Components of Banana

refers to friend-to-friend networks that involve members connecting only to trusted friends, and a
similar approach is taken in Banana.

At various points Banana uses an ordinary distributed hash table. While this gives an ob-
server some knowledge of what activities are being performed, the access is done by proxy so
that anonymity is not damaged. Other friend-to-friend networks use different methods of stor-
ing information similar to distributed hash tables, but because of the limitation that one uses only
connections between friends, queries take significantly longer than the logarithmic (or faster for
some cases) time involved in a Kademlia(9) distributed hashtable, or might not find the desired
information at all.

3.1 Network Protocols

Banana’s network topology is structured with TCP or TCP-like connections–meaning, connections
that have some reliability that its data arrives at the otherside intact and in order. Nodes connect
to others, creating an overlay network on the Internet. On top of this, we abstract the higher level
protocols: end-to-end communication and a global file store.

For identifiers, nodes and hosts use cryptographic hashes ofpublic keys. This provides us
with the ability to expand the network without reaching any unintentional conflicts. It would be
computationally infeasible to produce malicious conflictsbecause the ID is a one way function of
the public key. Without the secret private key or reversing the hash, an impersonator is foiled.
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3.2 Node to Node

Figure 2: Rough Diagram of Pro-
tocols

Node-to-node (n2n) communication is not anonymous, but cre-
ates the backbone of the network topology upon which the rest
of the higher level protocols are based. This is simply a method
of arranging the nodes and defining the methods for their com-
munication. These links are encrypted and require nodes to
maintain a constant amount of traffic between them.

The n2n system creates a ‘diffusion layer’, a friend-to-
friend network of nodes who connect directly to nodes that they
trust, a crucial component of Banana’s security.

The ideal goal of an anonymity system is to make all nodes
appear identical, such that no action can be attributed to any
one node. Many methods exist to do this aside from the mixing
brought about by the network topology. For example, one can
introduce random decoy traffic, or ‘chaff,’ to hide the quantity
of legitimate data being transmitted.

To achieve the goal of making the global observer oblivious to the activities of the nodes,
each connection between two nodes must send a constant amount of traffic. Packets that would
be otherwise sent must queue up or be dropped. In the absence of packets to be sent, random
data is transferred instead. This can be achieved by sendingspecial packets denoted as chaff to
the neighboring node. To an eavesdropper, the traffic resulting from chaff or substantial packets
should be indistinguishable due to encryption. Because each node will generally only maintain a
few connections, the scheme should not waste excessive amounts of bandwidth.

The tunnel is designed to be at least some minimum length, in addition to a distance as in
Crowds’s jondoes and Tarzan’s mimics, with ap f probability of forwarding. We expect that the
tunnel will not be exceptionally long in terms of number of hops. Additionally, trusted friends are
more likely than pure randomness to be in close proximity (consider the situation of a dormitory
or next-door neighbors). Because of this, the tunnel shouldnot increase latency as significantly as
the connections in, for example, Tor, where connections arechosen for distance. Bandwidth would
be limited by the weakest link in the chain, but this is true for any routing network.

In building a tunnel, a node must choose the path to be taken. As each node publicizes its
knowledge of both close and distant neighbors to its friends, we are given the ability to decide on
the path for the tunnel to take ahead of time. The path may be chosen to optimize for speed or
security: speed measurable using the minimum of the bandwidths of all links, or the sum of the
latencies, and security in terms of the number of similarly capable peers that provide camouflage.

Each link of the tunnel provides an onion routing style of obfuscation; each node will only
know the links before and after it along the path. As the tunnel is being established, adding a
new node to the end involves sending messages through the incomplete tunnel to perform key
establishment and authentication of the new middleman, to provide some security that the tunnel
does not involve nodes the originator did not expect. Further communication is then encrypted
and decrypted using the established key, so that nodes earlier or later along the tunnel will not
understand the content or target of communications. The endof the tunnel will then perform tasks
of the originator’s choice.

Each middleman on the tunnel is given a list of nodes, representing camouflage nodes that are
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added by its presence in the tunnel, as well as others to hide the originator’s location. In essence,
this middleman will not know much more than what a global eavesdroper would already know.
The middleman will intentionally cause the tunnel to fail ifmore than some minimum quantity of
the camouflage nodes it knows about lose their connections. While on the one hand this means that
a few nodes’ fluctuation in connectivity can potentially bring down several tunnels, this means that
an eavesdropper can not tell which node originated a tunnel by interfering with the n2n streams.

Tunnels transmit packets, each expected to designate its purpose, whether it is part of an end-to-
end stream or block retrieval/storage on the global file store. In doing so, we are able to multiplex
multiple connections of various types over a tunnel. This isimportant in maintaining the correlation
between one identity and one tunnel; otherwise, the effective number of camoflage nodes would
diminish to a subset of the two provided by either tunnel if the communications were ever noted to
be from the same source.

3.3 End to End Communication

People can communicate over the network of nodes using the end-to-end (e2e) protocol. Similar
to the n2n protocol, a host on the network makes an ID, which will be used to authenticate its
communications and to find it. The n2n ID is tied to an IP address, but an e2e ID is not attributable
to its owner.

In order to listen for incoming connections, a host first creates a tunnel through the diffusion
layer. Each tunnel endpoint then sends out an advertisementof its relationship with the host’s
ID onto the distributed hash table. The host signs this with his public key, and in doing so the
distributed hash table will not store any malicious information on the location of the host’s tunnel
endpoint.

To connect, a client must first have a tunnel. The tunnel’s endpoint asks the network for adver-
tisements related to the e2e ID of interest. From the advertisements, the tunnel endpoint chooses
the one closest to it, based on IP address. A TCP connection isestablished, and the client’s request
to connect propagates along the server’s tunnel.

The two ends will then perform a Diffie-Hellman handshake to create a shared private key and
authenticate each other. The data sent between the two is encrypted and protected from tampering
with HMAC, just as n2n is.

A possible improvement in the future would be to allow multi-hosting and multi-cast. Multi-
hosting allows many physical locations, all with access to the same e2e private key, to establish
tunnels and advertise as if they were the same machine. Multi-cast allows for the case, as is
common in streaming media, where there are multiple receivers of the same data. Multi-cast may
be better performed, however, by simply using the global filestore.

3.4 Global File Store

A global file system is one where all files are accessible to anyone on the network. Banana’s allows
anyone to download a block, but requires knowledge of its secret key to read it.

Publishing a file or files on the network requires one to first prepare it. It is broken into blocks,
encrypted with some key, and the blocks are organized into a tree of hashes which are themselves
stored in blocks. The hash of the head block is used as an identifier for the file or folder. Blocks
are distributed to other global file store daemons via tunnels. When a daemon has received a block,
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Figure 3: Example of an End-to-End Connection

it notifies the distributed hash table so that others who wantthat block know that it can be received
it from it. Similarly, no one requests blocks directly, rather using the machine at the endpoint of a
tunnel.

The global file store’s local process maintains two separatestates for blocks to be in; secret
or public. Secret blocks are only kept on the local machine and never retrieved on direct requests
from other computers. Public blocks are traded freely, and the hosting computer should have
no culpability because the blocks are encrypted. Because all the blocks are encrypted (including
blocks containing only hashes), blocks would appear to be unrelated to other unless one has the
secret key.

The user interacts with the global file store through the Fusemodule, and in so doing the Fuse
module connects to the global file store’s daemon to retrievethe required information on a file,
blocking until the necessary blocks have been downloaded ifthey have not been already.

3.5 Other High-Level Protocols

Though priority will be given towards design of the two main top-level protocols, other protocols
apply naturally to the network. If time permits, these concepts may see inclusion in Banana.

For applications such as internet radio, one source of data must send several copies to others.
Unlike other situations, variations in latency are not tolerable. A possible solution would be to
have paths as in the e2e situation, but allow more than one client to connect it and more than one
path per stream, with redundancy to handle broken connections. This would require less network
usage than having individual e2e connections for each listener, and still accomplish the task.

Another possible addition would be a decentralized mail system. A possible implementation
would be to have ‘inboxes’ which accept signed pointers to files on the global file system. The file
pointed to would be the email itself, while the inboxes wouldbe relatively small, and handled in a
distributed fashion across the nodes. This would accomplish the task of email pseudonymously, al-
beit slowly. However, anonymizing mail systems already exist and seem to do a good job. Because
email is not as latency-sensitive, Chaumian mixes perform by batching data.
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4 Analysis

A project can only be as successful as the mathematical and statistical analysis placed upon it.
Therefore, must effort must be devoted to modeling the network. As the working program for
Banana is incomplete, we are limited to analyzing the model.This does not limit us from analyzing
many of its properties.

4.1 On the ‘Anonymity Set’ and ‘Degree of Anonymity’ Metrics

Two popular metrics for measuring the privacy of an action onan anonymity system exist, both of
which are somewhat problematic.

The simplest metric is that of an ‘anonymity set’, where we measure the number of agents with
a nonzero chance of having performed some action. This oversimplifies greatly, since if every node
has at least a very small chance of having performed an action, but a few have high chance, then
the metric is misleading as to actual security.

The concept of ‘degree of anonymity’ is introduced in (11) and (5), using Shannon Entropy to
define a metric for the strength of an anonymity system. The information theoretical measure of
entropyH(X) over a network of sizeN is:

i=N∑

i=1

pi log
1
pi

where each actor in the network has a probabilitypi of having performed an action. The entropy
of the network is defined by Serjantov and Danezis as the ‘effective size,’S , of the anonymity set.
The degree of anonymityd is defined by Dı́az et al. as the entropy of the network dividedby the
maximum entropy of a network of equivalent size (Hmax(X) = logN).

The effective size and degree of anonymity in a system can be somewhat misleading –d,
as N → ∞, can exhibit unusual properties. If one considers a situation where one node has a
probability p0 and the rest of the nodes have equal probability1−p0

N , we findd → 1 − p0. If we
consider a system where all probability is spread overn < N nodes, with the remaining nodes all
of zero probability, asN → ∞ we findd → 0.

It is the author’s opinion that the worst-case high probability is a better measurement of the
quality of the system. For example, in a Crowds(10) network,there is a probability around 1− p f

that a connection is bounced exactly one time. A well behavedjondo thus would know with a
non-trivial probability that the person from which he received a request is certainly not beyond
suspicion, assuming a reasonablep f . In the system described here, any tunnel created will have
a much smaller highest probability assuming none of the nodes along the path are compromised,
and a Crowds-like security even if some are.

4.2 Anonymity of the Diffusion Layer

The n2n diffusion layer attempts to hide the user from the network. In it,we bounce a connection
over existing connections with friends. If each hop on a tunnel of lengthd givesk new choices
for the next hop, then in the worst case, there will bec = kd possible originators to provide
camouflage, in addition to the fact that no node knows for certain whether its neighbor initiated a
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tunnel. The cover traffic ensures that eavesdroppers will not be able to perform simple correlation
on input and output from nodes to determine suspected originators of traffic. If the eavesdropper
were to attempt to manipulate the data streams, the cover traffic system would notice and drop the
connection, notifying others that such has occured.

The very naive model using a constantk does not represent the real world – especially trust sit-
uations. Nodes with fewer friends will need to create longertunnels to compensate. A given target
number of camouflage nodes will require longer or shorter tunnels depending on the topology.

The camouflaging nodes comprise the anonymity set of this system, and consideringc such
nodes, with equal probabilities, the entropy of the system is at least

H (X) ≥
i=c∑

i=1

1
c

logc = logc =
d

logk 2

for our extremely simplistic model. This, of course, only takes into account the nodes with the
highest probability of being the originator of a tunnel, andspreads the probability evenly among
them; were we to attempt to model the less likely originators, we would have a higher entropy.
Unfortunately, the network does not have as controllable a concept as, for example, Crowds(10),
so we will have to do with these simple calculations. Note that becausec is expected to only be
on the order of 1000 or 10000 while the network can scale arbitrarily, the degree of anonymity is
expected to be low.

The eavesdropper may try to use compromised nodes (compromised meaning either machines
run by untrustworthy people, or simply machines with virii)into the diffusion layer. Because of the
onion-routing-esque method of relaying data over a tunnel,it is somewhat defended, to the extent
found in Tor. However, the eavesdropper may still correlatetiming and other information between
his compromised node and the undefended internet at the end of the tunnel. If such a timing attack
is performed, a compromised node a distanced1 along the tunnel truncates the tunnel’s effective
distance to that. Furthermore, a compromised node can give information on where a tunnel is
not. Even if none of the nodes on the tunnel’s path are compromised, given a tunnel length, an
eavesdropper can rule out sets of nodes to which no short pathfrom the tunnel exists, if the paths
through the compromised nodes are eliminated. These attacks are potentially devastating. As
defense against such attacks is one of the main purposes of Banana, we must take the integrity of
nodes seriously. It is thus important that each node be sure of the trustworthiness of its immediate
neighbors (who will then ensure the trustworthiness of theirs, and so on). If one surrounds himself
with trustworthy neighbors, then one is assured of at least some deniability, as there is always the
possibility that one of your trustworthy neighbors has originated the tunnel.

5 Implementation

For the project, I have created a proof-of-concept implementation of the system described. Due to
repeated redesign and general size of the project, I am afraid that a complete implementation was
not feasible. Currently missing are protocols and methods for nodes to discuss the presences and
qualities of connections between neighbors, the methods for choosing an optimal path for a tunnel
to take, and the distributed hash table required for both end-to-end communication and the global
file store. Additionally, no protocol for negotiating a preferred data rate limitation is established.
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For demonstration purposes, I can define connections for nodes to make, and series of connections
for tunnels.

At various points during the school-year given to work on theproject, I changed the design
for the project. Previously, tunnels did not use onion-routing, and connection between endpoints
on tunnels were not direct. Tunnels now are also expected to carry potentially many multiplexed
streams. Due to concerns about efficiency of lookups and load, a distributed hash table has replaced
the tree-like structure that I had once envisioned. If I comeup with a better design for it I may
bring it back into the design.

The proof-of-concept implementation itself is multithreaded, where each n2n or e2e connection
uses two threads to allow easier rate limiting. Additionally there is a thread for gathering entropy,
which continuously refreshes the entropy pool for random number generation.

6 Conclusion

Overall, I am very satisfied with the design of the system and its anonymity properties. Progress on
the proof-of-concept program could have been better if given more time, or having made different
design decisions regarding the code. Due to the quantity of programming necessary, my limited
abilities, and the limited time to do it due to repeated changes in Banana’s design, I have only a
partial implementation.

A design decision to be made differently in retrospect might have been to write the entire
system in Python, rather than use the more difficult and time consuming C. The decision to be
so heavily multithreaded might not have been good, as a single-threaded process using select()
may have been simpler to implement in some ways. However, it would have brought about other
complications.
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