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Abstract

The goal of this project was to study properties of discourse relations as they appear in the Penn 

Discourse Tree Bank (PDTB), a large corpus of naturally occurring text whose discourse relations and 

their features have been annotated. We began with an examination of the PDTB in order to arrive at a 

systematic description of the structure and patterns of discourse relations in the text. We then moved on to 

the task of classifying these discourse relations into their semantic senses based on the features we had 

discovered in the PDTB. This led us to the exploration of two specific areas – the question of connective 

ambiguity, trying to tell whether explicit markers of discourse relations can unambiguously indicate 

particular semantic senses, and the differences between the classification of explicit relations marked by 

these visible connectives and implicit relations where relations are derived by other non-obvious cues.

While it appeared that the issue of connective ambiguity was not very severe, the differences between 

explicit and implicit relations were rather drastic, making the classification task easier for explicit 

relations on the one hand, but much more difficult for implicit relations.

Related Work

The meaning of an entire text is more than the combination of the meanings of individual 

sentences. In order to extract meaning from any given text, we must know how sentences and clauses are 

linked together, links which are called discourse relations. These discourse relations are broken down into 

various categories (semantic classes), depending on the kind of relationship between the two 

sentences/clauses. For example, the two could be related by cause, meaning that one of the sentences 

gives the reason for the subject of the other sentence, by comparison, meaning that the subjects of the two 

sentences are compared or contrasted in some way, or by elaboration, meaning that the subject of one 

sentence further builds on the subject of the other. These relations are sometimes indicated by discourse 

connectives, words such as “because” or “but,” resulting in explicit relations. Sometimes, however, 

discourse connectives are not present to indicate discourse relations, and readers of text simply discern the 

links between sentences and their meanings. For example, in the two sentences: 

He took his umbrella.

The forecast was for rain in the afternoon.
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The discourse relation between these two sentences is a cause relation, but there are no explicit markers to 

indicate this.

Explicit connectives sometimes indicate particular semantic classes for the relations that they 

occur in. For instance, the connective “but” often indicates a contrastive relationship between two clauses 

or sentences. One issue surrounding the use of explicit connectives in determining the kind of 

relationships that hold between sentences/clauses is the often ambiguous nature of connectives. 

Miltsakaki et. al (2005) studies this ambiguity. The main issue is that connectives may not always come 

in the same sense or indicate the same kind of relationship or semantic class for a relation. For instance 

the connective “since” has both a temporal sense, causal sense, and a simultaneously temporal and causal 

sense. In these three sentences, “since” is used in very different ways (Miltsakaki , 2005, p.3):

Temporally: There have been more than 100 mergers and acquisitions within the European paper 

industry since the most-recent wave of friendly takeovers was completed in the U.S. in 1986.

Causally: It was a far safer deal for lenders since NWA had a healthier cash flow and more 

collateral on hand.

Temporally & Causally: Domestic car sales have plunged 19% since the Big Three ended many 

of their programs Sept. 30.

They studied the connectives “since,” “while,” and “when” to determine what sort of differences there 

existed between the uses of these connectives in their different senses, and came up with a feature set to 

disambiguate a connective’s sense. This set included features like the tense of “have” or “been” that were 

used in the sentences, etc. The accuracy of these sense classifications for connectives was high at greater 

than 70% for many of the connectives and senses (Miltsakaki, 2005, p. 8-11). We wished to further 

investigate the effect of these connective ambiguities during the course of our study. We have tried to 

quantitatively determine the true extent of connective ambiguity and have included connectives as part of 

the feature set we use to distinguish various semantic classes.

Another area of the work on discourse relations that was particularly interesting to the questions 

we had posed was the study of differences in classification performance between implicit relations and 

explicit relations. Attempts at training classifiers on examples with explicit discourse relations and using 

them to classify implicit ones in the past have been largely unsuccessful. Marcu and Echihabi (2002) put 

forth the idea that classifiers trained on annotated sentences could be used to classify and annotate new 

examples. In their study, they trained classifiers on data that had been extracted from newspaper text 

which had explicit discourse connectives marking the relations between sentences and clauses. In order to 

get their data, they used simple pattern matching techniques to collect examples of explicit relations. For 

example, they used sentences with the unambiguous “but” connective and classified these as causal 
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relations. They found that their classifiers were accurate in predicting explicit discourse relations for new 

pairs of sentences, sometimes up to 93% correctly. They claimed that their classifiers worked sometimes 

when the discourse relations were not explicitly marked by connectives, but they conceded that the 

performance of their classifier was not as accurate when attempting to classify these implicit relations. 

(Marcu & Echihabi, 2002, p. 4-7)

Blair-Goldensohn, McKeown, and Rambow (2007) built on top of Marcu & Echihabi’s work in 

their study of the classification of implicit discourse relations. Their focus was on the improvement of the 

training and performance of the classifier. To this end, they investigated the data mining process, topic 

segmentation, and syntactic heuristics to arrive at the relevant text spans for a relation. In the data mining 

study, they compared the performance of a classifier on the PDTB’s implicit relations with its 

performance on automatically extracted examples (which used the pattern matching technique used by 

Marcu and Echihabi to find relations and removed explicit discourse markers to create synthetically 

generated “implicit” relations). They found a drop in performance from the testing on the PDTB to the 

testing on the automatically extracted test set. This led them to conclude that “synthetic” implicit relations 

created from removing explicit markers of a relation cannot be treated as equivalent to naturally occurring 

implicit relations like the ones that we see in the PDTB. The last phase of their experiment involved the 

use of syntactic heuristics to remove irrelevant text spans from a relation’s arguments. They used the 

PDTB as a measure of accuracy in finding the appropriate text spans for a relation. Here there was a slight 

improvement in performance but not a significant enough one to draw conclusions. (Blair-Goldensohn, 

2007, p. 3-8)

Caroline Sporleder and Alec Lascarides (2005b) also looked in to how feasible it was to use 

classifiers trained in annotated text with explicit discourse relations marked to classify implicit discourse 

relations in text. They used automatically marked explicit discourse relations to train the classifier 

initially, then removed the explicit discourse connectives from the sentences and used the rest of the 

sentences to train the classifier to identify implicit discourse relations using the modified explicit relations 

as models. Their results in this study indicated that the classifier trained on that kind of data correctly 

classified implicit relations in new text only about 25% of the time. They concluded that automatically 

labeled text with explicit relations could be used to classify new text of a similar structure (with explicit 

relations), but that this did not generalize well to text with implicit relations. (Sporleder & Lascarides, 

2005b, p. 1-11, 39-40)

Sporleder and Lascarides (2005a) further investigated this question through the use of 

automatically extracted data, particularly to classify relations in the absence of cue phrases (implicit 

relations). Their training data was drawn from earlier work (by Marchu and Echihabi) where data was 
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automatically extracted from large corpora based on cue phrases. Again, they removed the cue phrases 

from this data to use them to train their classifier. They used a smaller number of categories for 

classification, including contrast, result, explanation, summary, and continuation. Sporleder and 

Lascarides conducted three kinds of experiments. In the first they looked in to how accurately humans 

themselves could categorize discourse relations when cue phrases were removed. Agreement between the 

subjects was fairly high, although accuracy differed based on the type of relation. The most accurate 

predictions were for result relations, while summary seemed least accurate in terms of inferring the 

relation. They then used probabilistic modeling to evaluate the performance of their classifier for the 

various categories. Their overall average accuracy was 57.55%, but performance varied greatly amongst 

the different categories of relations. Finally, there was a phase of feature exploration, where useful 

features were separated from the entire set of features. It was found that lexical features were the most 

useful, followed by positional features. (Sporleder & Lascarides, 2005a, p. 1-8)

The approach to classifying explicit and implicit relations has centered on using the same or 

similar features for both kinds of relations in classification tasks, modeling implicit relations by 

modifications to data available for explicit relations, etc. The challenge that many experimenters mention 

in their work (both Marcu & Echihabi (2002) and Sporleder & Lascarides (2005b)) is the difficulty in 

finding large amounts of annotated text with data on naturally occurring implicit relations from which 

they can draw conclusions about the nature of these implicit relations. One of the drawbacks of their 

research was that Sporleder & Lascarides (2005a) did not use examples with naturally absent cue phrases. 

Our project attempts to build on the previous research on the questions of connective ambiguities and 

explicit/implicit differences and take it further. While we studied similar features’ performance in 

classifying both implicit and explicit relations, we had available to us the PDTB which contains large 

amounts of annotated implicit relation data. Using this source of data, we were able to more thoroughly 

test how implicit discourse relations in texts can be handled. The PDTB also makes it possible to have a 

more reliable data set of annotated explicit relations, because we do not have to rely on training examples 

that were automatically extracted by cue phrases. Because of the advantages of naturally occurring data 

that the PDTB provided us with, we hope that our study and conclusions more accurately describe the 

structure and difficulties posed by the task of classification in ordinary text.

Penn Discourse Tree Bank

The PDTB is a large corpus of texts that has been annotated with information related to discourse 

structure. The PDTB is comprised of annotated newspaper articles from the Wall Street Journal. It 

includes marked discourse connectives of both explicit discourse relations as well as the arguments that 
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occur with them. Implicit connectives are included to provide a way to connect the two sentences or 

clauses between which an implicit relation occurs. It includes annotation of implicit discourse relations 

that occur in the text and distinguishes between the senses of the discourse connectives used. (Prasad et 

al., 2005, p. 1-3) Figure 1 contains the full semantic class structure used to annotate the PDTB. While we 

did look a little at the data on the second level of the semantic structure, our study of classification 

concentrated on the top level of the semantic class structure.

What distinguishes the PDTB from other corpora is the fact that naturally occurring implicit 

relations have been marked and also that entire articles have been annotated, rather than just pairs of 

sentences or clauses as in other cases. This provides a much larger variety of naturally occurring data in 

which discourse relations can be studied.
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Figure 1: Semantic Class Hierarchy in the PDTB

Technical Approach

Building the Classifiers

Our first step was to become familiar with the PDTB and the means of extracting information 

from the corpus with the goal of arriving at a systematic description of the patterns of discourse relations 

that occur in the PDTB. We used the PDTB API extensively to get information out of the corpus, and the 
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majority of our data compiling was done programmatically with Java. This API uses the annotated files of 

the corpus to model the relations and their features as interacting Java classes from which we could 

extract information.

Once we collected this data, we began looking into using it as a basis for features that we could 

use to classify discourse relations. Because we were concentrating on the classification of relations into 

their top level semantic classes, we built four different kinds of classifiers – one to distinguish between 

comparison vs. not-comparison relations, another for contingency vs. not-contingency relations, another 

for temporal vs. not-temporal relations, and finally one for expansion vs. not expansion. We also built 

some classifiers for four selected second level semantic classes, including the comparison contrast, 

comparison concession, contingency cause, and contingency condition classes, in order to examine what 

the differences in performance in these classifiers would reveal to us about connective ambiguity and 

implicit-explicit differences.

We selected various combinations of features while building our classifiers in order to study the 

significance of various kinds of features in differing classification tasks. The large pool of features that 

we drew from included connective features (the presence or absence of a connective), lexical features of 

the arguments (the presence or absence of certain words), length (in number of words) of each argument, 

distance (in number of sentences) between arguments, syntactic phrase counts in the relations (the number 

of noun phrases, verb phrases, adverbial phrases, prepositional phrases, etc.), and whether the relation 

occurred explicitly or implicitly. Using different groupings of these features to study different 

classification tasks revealed patterns of significance in the features and showed us which of the features 

were most useful. We use these differences in classification performance to explain some of our later 

conclusions.

Weka was our tool of choice for the feature selection and classifier building. We used its chi-

squared feature ranking system to rank our initial feature set in order of their significance to the 

classification task at hand. Once we had determined our selected features, we went on to use Weka to 

build a classifier for each task. We used the J48 decision tree algorithm option, which builds a decision 

tree that can be used to classify a relation. In the decision tree, a branch is created each time an attribute 

has different output values, and the algorithm takes into account which attributes best differentiate the 

categories and which are least significant in differentiating.

We used a feature of Weka’s classifier called 10-fold-cross-validation which helps us measure the 

performance of our classifier based on the features that we have selected. This trains the classifier based 

only on the first 9/10th of the training data that we feed in. The last 1/10th is used as test data, and is data 

that the classifier has not seen before. Once the classifier is built, it is tested on this last portion of the 
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data. From this testing, we can extract performance figures which we can then use to compare the 

performance of our classifiers and determine if there are any problems with the way we have selected 

features, etc. We looked at three kinds of performance figures – accuracy, precision, and recall. Accuracy 

is measured overall as the number of correct predictions in the test data. For example, in the contingency 

classifier, accuracy would be the number of true contingency relations that were classified to be 

contingency and the number of true not-contingency relations that were classified to be not contingency 

divided by the total number of relations classified. The precision and recall was measured for each class. 

In the case of the contingency classifier, the two classes were contingency and not-contingency. The 

precision of the contingency class would be the number of relations that were correctly classified as 

contingency divided by the total number of contingency classifications. The recall of the contingency 

class would be the number of relations that were correctly classified as contingency divided by the 

number of true contingency relations in the test data. We are able to know the “true” number of 

contingency relations, etc. because we are testing on already annotated data from the PDTB where we can 

extract counts of various kinds of relations.

We compare the accuracies of our 2 way classifiers to baseline performance figures to give us an 

idea of how well our classifier is doing. Suppose we undertake the task of the 2 way classification of 

relations into comparison and not-comparison relations. Here we can imagine a “baseline” classifier

which has learnt nothing at all from the data we feed in and always classifies relations as “not-

comparison.” While this is clearly not a very useful classifier, measured in terms of accuracy, this 

classifier achieves 77.0% accuracy. This is because, looking at Table 1, we see that only 23.0% of all 

relations are comparison anyway, so our baseline classifier would have correctly classified 77.0% of all 

relations correctly. The classifier we build using our feature data should have performance that is greater 

than this 77.0% baseline accuracy to be considered to be performing well and learning from our feature 

set. For each of our tables reporting classifier performance, we include a majority class proportion. This is 

the baseline accuracy that we compare that classifier against, and the higher above this baseline the 

accuracy is, the better the performance of the classifier.

Class % Explicit % Implicit % of Overall Total
Comparison 69.19 30.81 23.0
Contingency 44.02 55.98 21.62

Temporal 80.65 19.35 12.37
Expansion 42.08 57.92 43.01

Overall (Explicit + Implicit) 53.50 46.50 100.0
Table 1: Distribution of Semantic Classes over Explicit/Implicit Relations and Proportion in Overall PDTB
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Challenges

The immediate technical challenge that we faced at the beginning of our work on this project was 

to understand the background knowledge needed in order to begin looking at discourse relations, as we 

had anticipated. Our advisors were valuable resources in clarifying our questions and confusion in this 

respect. We also took some time to get familiar with the tools we needed to use in order to begin 

extracting the information contained in the PDTB. We needed to learn how to use the PDTB Java API to 

actually extract a relation and all of its features, like the semantic class classification, its marked 

arguments, etc. We also used the Penn Treebank (PTB) and the PTB API, which are the Java classes used 

to navigate the PTB, in order to extract syntactic information about the sentences that contain the 

discourse relations (rather than just focusing on the discourse relation itself and its immediate arguments 

and using only the PDTB to study these specific aspects). Learning to navigate Weka, the machine 

learning tool that we are using, has also been a challenge. We have learned to use Weka, as well as 

understood some logic behind the algorithms that it uses.

On a more conceptual level, picking out the right features for classification and thinking of new 

possibly useful features was a difficult task. Focusing our energies on one or two aspects helped, because 

we were able to target our data analysis to answering only a few questions. It was also difficult to arrive at 

the right questions to ask and focus our study on, however. Our initial tasks involved extracting a lot of 

data from the PDTB, suggesting several different directions of study. Narrowing down our focus to 

explicit/implicit differences and connective ambiguity proved to be challenging.

Feature Selection

In addition to the chi-squared significance tests that we performed on the features themselves, we 

also decided to separate the effects of various features used in classification in order to determine those 

that were most useful. In table 2 we see the results of the four classifiers using all features. These included 

all numerical features like syntactic phrase counts, distance between arguments, and length of arguments, 

as well as connective and lexical features. If we compare these performance figures to those in table 3, 

which contains the results for classifiers trained on only connective and lexical features, we see that the 

numeric features do not appear to be very useful. In fact, most of the accuracy figures appear to have 

dropped slightly while using numeric features as well, leading us to conclude that the numeric features 

may be confusing the classification algorithm rather than helping it. We took this one step further in table 

4, which contains the classifiers run using only connective features. This set of classifiers gives us the 

best accuracies and overall performance, indicating clearly that the connective features are the dominant 

feature and all other features simply seem to be confounding the classifier. The fact that the connective 
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features are the only ones that seem to be working has implications for the classification of explicit and 

implicit relations separately. Because connectives do not exist in implicit relations, it makes the task of 

classifying these relations quite different, and significantly more difficult, than classifying explicit 

relations. Also, because we rely so heavily on connectives to classify explicit relations, the issue of 

connective ambiguity can very easily influence the performance of the classifier. We examine both of 

these issues further in the rest of our discussion.

Task Class Accuracy (%) Majority Class -Proportion 
(%)

Precision Recall

Comparison 90.8912 Not Comparison – 77.0
Comparison 0.91 0.67

Not Comparison 0.909 0.98
Contingency 83.0531 Not Contingency – 78.38

Contingency 0.639 0.498
Not Contingency 0.87 0.922

Temporal 94.6974 Not Temporal – 87.63
Temporal 0.837 0.709

Not Temporal 0.96 0.981
Expansion 75.5478 Not Expansion – 56.99

Expansion 0.716 0.716
Not Expansion 0.786 0.785

Table 2: Classifier Performance with All Features.

Task Class Accuracy (%) Majority Class Proportion 
(%)

Precision Recall

Comparison 91.2733 Not Comparison – 77.0
Comparison 0.949 0.656

Not Comparison 0.906 0.99
Contingency 84.5987 Not Contingency – 78.38

Contingency 0.741 0.442
Not Contingency 0.861 0.957

Temporal 94.709 Not Temporal – 87.63
Temporal 0.834 0.715

Not Temporal 0.961 0.98
Expansion 75.1165 Not Expansion – 56.99

Expansion 0.711 0.71
Not Expansion 0.781 0.782

Table 3: Classifier Performance with Connective & Lexical Features Only.

Task Class Accuracy (%) Majority Class Proportion 
(%)

Precision Recall

Comparison 91.3196 Not Comparison – 77.0
Comparison 0.934 0.67

Not Comparison 0.909 0.986
Contingency 85.8693 Not Contingency – 78.38

Contingency 0.952 0.365
Not Contingency 0.85 0.995

Temporal 94.9579 Not Temporal – 87.63
Temporal 0.861 0.706

Not Temporal 0.96 0.984
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Expansion 76.4595 Not Expansion – 56.99
Expansion 0.649 0.988

Not Expansion 0.985 0.596
Table 4: Classifier Performance with Connective Features Only.

Connective Ambiguity

Investigation of connective usage in the PDTB revealed that connective ambiguity, the issue of 

the same connective signaling more than one kind of discourse relation, does not appear to be as severe as 

previously thought (Miltsakaki, 2005). We computed the proportion of the dominant sense for each 

explicit connective that appears in the PDTB, and measured how much of the overall explicit data these 

connectives covered. Graph 1 shows the amount of data covered by connectives with dominant 

proportions greater than or equal to each of the x values. We see that 100% of the explicit data is covered 

by connectives that are at least ~50% unambiguous (meaning that the connectives occur at least 50% of 

the time in a single dominant class). We also see in the graph that almost 80% of the data is covered by 

connectives that are at least ~90% unambiguous. This indicates to us that while connective ambiguity 

issues certainly exist, they do not severely affect up to 80% of the data that we try to classify. 

Connectives, then, can be used as features for classifying between semantic classes with some confidence.

In table 5, we give a measure of connective ambiguity for each top level semantic class as well as 

for four of the second level semantic classes (comparison contrast, comparison concession, contingency 

cause, and contingency condition). These numbers were measured in three different ways – first using all 
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connectives in the PDTB that occurred in an explicit relation of a particular semantic class, second using 

the 20 connectives that made up the largest proportions of each class, and finally using all the connectives 

that made up at least 1% of the occurrences of a specific semantic class. For each semantic class, the 

numbers in the table were computed as the percent of the occurrences of the set of connectives in a 

relation of the specified semantic class and the percent of the occurrences of the connectives in a relation 

not of the specified class. The table reveals that the expansion class contains the most unambiguous 

connectives, including both “and” (96.83% expansion) and “also” (99.94% expansion) which made up a 

large proportion of the explicit occurrences of the class. Following expansion in ambiguity measure were 

the contingency and comparison classes, and the connectives of the temporal classes were by far the most 

ambiguous. This was clearly the case for the temporal class because of connectives like “while” and 

“since” which made up a significant proportion of the temporal class relations, but were split 

ambiguously. “while” was split between 66.07% contingency, 25.86% temporal, and 8.57% expansion, 

while “since” was split between 52.17% contingency and 47.83% temporal. These example sentences 

make clear this distinction in the use of “while” and “since”:

Comparison: While U.S. officials voice optimism about Japan’s enlarged role in Asia, they also 

convey an undertone of caution.

Temporal: While giving the Comprehensive Test of Basic Skills to ninth graders at Greenville 

High School last March 16, she spotted a student looking at crib sheets.

Contingency: Vicar Marshall admits to mixed feelings about this issue, since he is both a vicar 

and an active bell-ringer himself.

Temporal: Since chalk first touched slate, schoolchildren have wanted to know: What’s on the 

test?

Even though the temporal class had the highest ambiguity measure in comparison to other classes, it 

appears that this did not have that much of an effect on the performance of the corresponding classifier. 

We see in table 2, 3, and 4 that the temporal class’s classifier performed the best out of all the other ones, 

and the expansion class, which was the most unambiguous by our measures, was the one with the lowest 

performance measures in classification. These differences in ambiguity amongst classes do not seem to 

correlate well or influence the performance of classifiers in this case, leading us to conclude that perhaps 

ambiguity is not a very big problem.



12

Semantic 
Class

Significant 
(>1%) 

Connectives’ 
% in Class

Significant 
(>1%) 

Connectives’ 
% not in Class

Top 20 
Connectives’ 
% in Class

Top 20 
Connectives’ 

% not in 
Class

All 
Connectives’ 
% in Class

All 
Connectives’ 

% not in Class

Comparison 93.34 6.66 93.43 6.57 93.43 6.57
Contingency 95.03 4.97 92.72 7.28 92.72 7.28

Temporal 83.99 16.01 84.08 15.92 84.10 15.90
Expansion 97.56 2.44 97.25 2.75 97.17 2.83

Comparison 
Contrast 46.85 53.15 24.74 75.26 20.18 79.82

Comparison 
Concession 12.88 87.12 6.91 93.09 6.91 93.09

Contingency 
Cause 15.34 84.66

10.16 89.84
10.14 89.86

Contingency 
Condition 54.73 45.27 17.73 82.27 17.73 82.27

Table 5: Ambiguities in Connectives by Semantic Class

While the four top level classes’ ambiguities do not appear to be very severe, moving down one 

level in the semantic class hierarchy in the comparison and contingency classes appears to produce much 

higher ambiguity rates. There is a steep drop from ~93% in class for comparison to ~46% in class for 

comparison contrast and ~13% in class for comparison concession, and similarly from ~95% in class for 

contingency to ~15% in class for contingency cause and ~55% in class for contingency condition. This 

was an interesting finding, and helps explain the drop in accuracy and performance in the classifiers based 

on connective features that were built to classify the top level classes and the 4 selected second level 

classes. We see these results in table 6, and note a drop in the performance from first level to second level 

semantic classes. The accuracies of the second level classifiers are much closer to baseline figures, and 

the recall figures are much lower. Because these classifiers are only using connective features, we can 

pinpoint the reason for the drop in performance to be the increased ambiguity for connectives indicating 

one of the second level classes as compared to the first level. The classifiers are clearly not learning as 

much in the second level case. While looking in to this issue of differences between top level and second 

level connectives, we examined examples of the distinctions between the uses of connectives in different 

second level semantic classes. We found that these differences were not easily observable by the lay 

reader, and perhaps required a trained linguist to notice the difference in usage. For instance, the 

connective “but” was ambiguous between uses in the comparison contrast and comparison concession 

classes (although it was 97.19% comparison overall). These are two examples of its usage drawn from 

those two classes:

Comparison Contrast: The House has voted to raise the ceiling to $ 3.1 trillion, but the Senate 

isn't expected to act until next week at the earliest.
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Comparison Concession: If the matter requires further legal work or litigation, Mr. Cane says, his 

lawyers may refer the client to a law firm. But, he says, Cane & Associates doesn't receive 

referral fees.

These two instances of “but” are indistinguishable for lay readers. Because this is the case for some 

second level connectives, the fact that our methods cannot classify second level relations with as high 

accuracy may not detract too much from the applicability of our classifier. Because the differences 

between second level semantic classes are smaller, the necessity to distinguish them may not be as high.

Task Class Accuracy (%) Majority Class Proportion (%) Precision Recall
Comparison 91.28% Not Comparison – 77.00

Comparison 0.947 0.665
Not Comparison 0.906 0.989

Contingency 84.44% Not Contingency – 78.38
Contingency 0.954 0.345

Not Contingency 0.834 0.995
Comparison 
Concession

95.87% Not Concession – 95.6

Concession 0.655 0.013
Not Concession 0.959 1

Comparison 
Contrast

88.16% Not Contrast – 82.6

Contrast 0.704 0.561
Not Contrast 0.911 0.95

Contingency 
Cause

85.58% Not Cause – 82.8

Cause 0.947 0.237
Not Cause 0.851 0.997

Contingency 
Condition

99.04% Not Condition – 96.0

Condition 0.922 0.838
Not Condition 0.993 0.997

Table 6: Classifier Performance using Connective Features Only

We have concluded that connective ambiguity is not a very severe issue in our data set, but we 

have not considered another aspect of connective ambiguity. We have implicitly assumed that whenever 

connective words occur, they are always used as connectives, but this need not be the case. There are 

many examples we can think of where words like “and”, “as”, and others could be used in ways that do 

not relate sentences or clauses in discourse relations. For instance, the use of “and” in the following two 

sentences illustrates the difference between using the word to create a discourse relation and not:

Connective: Selling picked up as previous buyers bailed out of their positions and aggressive 

short sellers – anticipating further declines – moved in.

Not Connective: My favorite colors are blue and green.

Table 7 shows the results of classifiers of explicit relations trained on connective features alone. The 

accuracy of these classifiers are much higher than baseline, and the precision and recall figures are quite 
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high as well, indicating that these connective features are very useful for classifying explicit relations. But 

taking in to account this ambiguity of connectives used as connectives or for other syntactic purposes, we 

ran classifiers for explicit relations in each semantic class using the connective words themselves as 

features. This means that the presence or absence of the word in the text of the relation was used as the 

feature instead of an already annotated connective for the relation. These classifier results can be seen in 

table 8, and they are clearly much lower in performance than the first set of classifiers, some of them 

offerring accuracies only barely above baseline. This is a clear indication that disambiguiating between 

the use of words as connectives or for other purposes is an important step before actually moving on to 

classification of relations.

Task Class Accuracy (%) Majority Class Proportion (%) Precision Recall
Comparison 97.23% Not Comparison – 70.26

Comparison 0.947 0.962
Not Comparison 0.983 0.977

Contingency 93.99% Not Contingency – 82.21
Contingency 0.954 0.739

Not Contingency 0.937 0.991
Temporal 95.4% Not Temporal – 81.36

Temporal 0.885 0.885
Not Temporal 0.971 0.971

Expansion 97.61% Not Expansion – 66.18
Expansion 0.974 0.957

Not Expansion 0.977 0.986
Table 7: Classifier Performance on Explicit Relations using Connective Features Only

Task Class Accuracy (%) Majority Class Proportion (%) Precision Recall
Comparison 85.373% Not Comparison – 70.26

Comparison 0.722 0.841
Not Comparison 0.925 0.859

Contingency 85.763% Not Contingency – 82.21
Contingency 0.878 0.954

Not Contingency 0.725 0.48
Temporal 86.342% Not Temporal – 81.36

Temporal 0.702 0.552
Not Temporal 0.893 0.941

Expansion 82.90% Not Expansion – 66.18
Expansion 0.777 0.714

Not Expansion 0.854 0.89
Table 8: Classifier Performance on Explicit Relations using Connective Features (as words) Only

While we recognize that disambiguiating between connectives as connectives or as other parts of 

syntax is an issue, we can also see that connective ambiguity between semantic classes is not as severe as 

previously thought. If a reliable method can be found to pick out the connectives in discourse relations, 

using them to classify the semantic sense of the relation may not be terribly hard. Because much of the 

data (in our sample) is covered by relatively unambiguous connectives and the connectives can often be 
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grouped into the semantic classes that they typically indicate, the connective in an explicit relation can 

easily be used as the dominant feature to classify the relation into a semantic sense.

Explicit-Implicit Differences

In our feature selection so far, we have discovered connectives to be the only useful feature for 

classification, despite a possible connective ambiguity issue. This highlights the difference between 

explicit and implicit discourse relations and our attempts to classify them into semantic classes. Because 

of this, our classification of implicit relations suffers. If we look at the overall distribution of explicit and 

implicit relations in the PDTB (table 1), we see that a larger proportion of the temporal class is made up 

of explicit, followed by the comparison class, followed by contingency, and finally by expansion. In 

tables 2, 3, and 4, we see this pattern followed by the accuracies and overall performance of the classifiers

as well, with temporal having the best results, followed by comparison, contingency, and expansion at the 

end. This can clearly be explained by the proportions of implicit relations in the latter classes and the fact 

that our classifiers’ useful features do not work well on implicit relations. In further support of this idea, 

we find that the results of classifiers split between explicit and implicit relations in each class show a 

marked difference in performance (table 9). Most implicit classifier accuracies in this table show that the 

classifiers barely touched the baseline numbers, indicating that the features used do not help, and 

sometimes confuse, the classifier. The explicit classifiers on the other hand show a marked improvement 

over the baseline, clearly using connective features to their advantage.

Task Class Accuracy 
(%)

Majority Class 
Proportion (%)

Precision Recall

Comparison Explicit 96.911 Not Comparison – 70.26
Comparison 0.956 0.939

Not Comparison 0.975 0.982
Comparison Implicit 84.5493 Not Comparison – 84.76

Comparison 0.403 0.029
Not Comparison 0.85 0.992

Contingency 
Explicit

96.0617 Not Contingency – 82.21

Contingency 0.921 0.852
Not Contingency 0.968 0.984

Contingency 
Implicit

68.6255 Not Contingency – 73.97

Contingency 0.354 0.249
Not Contingency 0.761 0.84

Temporal Explicit 94.6335 Not Temporal – 81.36
Temporal 0.845 0.872

Not Temporal 0.97 0.963
Temporal Implicit 94.8643 Not Temporal – 94.85

Temporal 0.667 0.005
Not Temporal 0.949 1.0
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Expansion Explicit 97.333 Not Expansion – 66.18
Expansion 0.973 0.947

Not Expansion 0.973 0.987
Expansion Implicit 55.7084 Expansion – 53.58

Expansion 0.585 0.594
Not Expansion 0.523 0.515

Table 9: Classifier Performance with All Features Separated by Explicit/Implicit.

In table 10 we see the distribution of distances between arguments. As part of the annotation 

guidelines for the PDTB, implicit relations were never annotated for arguments within the same sentence. 

We see here a majority of explicit relations being within a single sentence (between clauses), and we see 

that all the implicit relations are found across sentences. We used this information to hypothesize that 

classifiers that were trained to classify relations between clauses in a single sentence would perform much

better than those for relations that were found between sentences. In table 11, we see that this hypothesis 

held true, with within-sentence classifiers outperforming the baseline and the across-sentence classifiers. 

We attribute the improvement over baseline performance in the across-sentence classifiers to the 

significant proportion of explicit relations that were found between sentences in the PDTB (about 

39.23%). Here again we find evidence of the difficulty of classifying implicit relations.

Distance 0 (%) Distance 1 (%) Distance 2 (%) Distance �•������������
Overall 34.06 57.56 4.54 3.84
Explicit 60.77 27.23 5.78 6.22
Implicit 0.0 93.47 4.12 2.41

Table 10: Distribution of Distances.

Task Class Accuracy 
(%)

Majority Class 
Proportion (%)

Precision Recall

Comparison 
Within

95.7338 Not Comparison – 78.70

Comparison 0.922 0.874
Not Comparison 0.966 0.98

Comparison 
Across

88.943 Not Comparison – 76.24

Comparison 0.955 0.562
Not Comparison 0.879 0.992

Contingency 
Within

92.9549 Not Contingency – 73.77

Contingency 0.944 0.781
Not Contingency 0.926 0.983

Contingency 
Across

78.8342 Not Contingency – 80.87

Contingency 0.425 0.306
Not Contingency 0.846 0.902

Temporal Within 92.6829 Not Temporal – 74.08
Temporal 0.863 0.853

Not Temporal 0.949 0.953
Temporal Across 95.6545 Not Temporal – 94.63

Temporal 0.776 0.269
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Not Temporal 0.96 0.996
Expansion 

Within
95.6149 Not Expansion – 73.44

Expansion 0.92 0.912
Not Expansion 0.969 0.972

Expansion 
Across

67.2856 Expansion – 51.74

Expansion 0.68 0.693
Not Expansion 0.665 0.651

Table 11: Classifier Performance with All Features Separated by Within/Across Sentence Relationships.

We began our classification tasks with the study of connective features, but as we continued we 

found this marked drop in performance with implicit relations. Because connective features could not 

translate into useful features for implicit relations (which by definition lack connectives), we made 

attempts to use other features from the arguments and text spans that might be useful for implicit 

relations. Amongst these was the distance between arguments in terms of number of sentences, and the 

length of both the first and second argument of the relation in terms of number of words. Table 12 shows 

example chi-squared significance values for these (and other numeric features) for the comparison and 

contingency classifiers. While the chi-squared significance values for these two were quite high (often 

>300 for length of argument 1 and 2, and often > 100 for distance between arguments), they did not 

actually seem to help in prediction of semantic class. We also looked in to the syntactic complexity of the 

arguments of the relations, and used phrase counts as a measure of this complexity. We took counts of 

noun phrases, verb phrases, adjective phrases, adverbial phrases, and prepositional phrases, and used all 

of these as features (example chi-squared values are in table 12 as well). For these as well, the chi-squared 

significance was measured to be > 200 in most cases, but using these did not seem to improve

classification performance. Finally, we attempted to use lexical features, the actual words contained in the 

text spans of these relations, and found a similar pattern in chi-squared significance and usefulness in 

classification. The chi-squared values for the top lexical features in the comparison and contingency 

classification tasks can be found in table 13. None of these features were specific to explicit relations and 

could just as easily be measured in implicit cases, and the syntactic properties of the text itself might have 

been helpful in classifying implicit relations. Table 2, 3, and 4 clearly show the effects (or lack of effects) 

of these selected features, however, with performance being hardly influenced by the use of any or all of

these features.

Chi-squared Value
Comparison

Chi-squared Value
Contingency

Length of Argument 1 354.99764 575.99281
Length of Argument 2 158.99174 135.57055

Distance between Arguments 104.26271 531.21818
Noun Phrase Count 605.0374 259.43961
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Verb Phrase Count 584.25706 299.95892
Prepositional Phrase Count 609.49073 382.40039

Adjective Phrase Count 252.69491 156.35128
Adverbial Phrase Count 220.57464 339.62644

Table 12: Significance of Numeric Features in the Comparison and Contingency Classifiers.

Comparison Contingency
Word Chi-Square Value Word Chi-Square Value

But 159.21313 Said 238.44846
Didn’t 83.33633 As 165.03

Did 69.65976 You 159.99834
Decline 59.56055 Was 124.42633

That 57.40889 From 103.45523
Still 55.54018 Rose 100.3401
No 41.36726 Of 92.91623
So 40.43385 On 82.39771

May 39.54123 Year 70.33134
Isn’t 35.83259 Could 63.58723

Table 13: Most Significant Lexical Features for the Comparison and Contingency Classifiers.

We made one last attempt at finding features that might be useful to implicit relation 

classification, looking at overall patterns of occurrence instead of only the text spans of the specific 

relation. If trying to sort naturally occurring text, it might be that certain kinds of implicit relations are 

used more often with certain kinds of other (explicit) relations. If this is indeed the case, the patterns of 

relations that occur before or after a particular kind of implicit relation may be helpful in determining 

which semantic class the relation falls in to. To investigate this possibility, we computed transitional 

probabilities. In table 14 we show the probability of each kind of implicit relation being preceded by each 

kind of explicit relation, and table 15 shows the probability of each kind of implicit relation being 

followed by each kind of explicit relation. We noticed a few of these numbers in the table (shown in bold 

italics) seemed slightly larger than others, such as the 20% probability of an implicit contingency being 

preceded by an explicit comparison or the 18% probability of an implicit temporal being followed by an 

explicit temporal relation. These numbers only touch upon the possibility of such patterns, and further 

significance testing and study is needed to determine whether this would be a viable feature for 

classification.

Implicit Class Explicit 
Expansion

Explicit 
Comparison

Explicit 
Contingency

Explicit 
Temporal

Expansion 0.17 0.15 0.09 0.09
Comparison 0.15 0.12 0.10 0.10
Contingency 0.16 0.20 0.11 0.09

Temporal 0.14 0.10 0.08 0.15
Table 14: Probability of each kind of implicit relation being preceded by each kind of explicit relation.
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Implicit Class Explicit 
Expansion

Explicit 
Comparison

Explicit 
Contingency

Explicit Temporal

Expansion 0.17 0.14 0.08 0.08
Comparison 0.14 0.16 0.11 0.09
Contingency 0.16 0.16 0.13 0.09

Temporal 0.13 0.12 0.09 0.18
Table 15: Probability of each kind of implicit relation being followed by each kind of explicit relation.

While our study of implicit relation classification has been largely unsuccessful, the process has 

brought to light the issues that surround this kind of classification. Simple connective indicators cannot be 

applied to these cases, and none of our more involved syntactic analysis or lexical analysis seemed to help 

with the task either. We leave the issue of implicit relation classification as an open question in our 

research, suggesting an exploration of transition probabilities as a possible direction.

Conclusions

We began our study with the idea of building a functioning classifier for naturally occurring text 

that would distinguish between various semantic senses of discourse relations. We quickly discovered that 

this task needed to be divided up amongst various classification tasks, along semantic class lines as well 

as along explicit/implicit occurrence lines. When our exploration and feature discovery was complete 

towards the end of our first semester and after our initial 2 way classifiers were built, we chose to pursue 

two specific areas of study that would help us explain the kind of performance we had seen in our 

classifiers. We took up the study of connective ambiguity and explicit/implicit differences in 

classification. Our study of connective ambiguity revealed that while some connectives remain highly 

ambiguous, in the overall data, connective ambiguity does not detract much from classifier performance. 

Relatively unambiguous connectives are found frequently enough in the data for us to use connective 

features with confidence. The explicit-implicit divide in classification was not as easily resolved, 

however. We began with the approach of other researchers in this area, attempting to use similar features 

for explicit and implicit classification. Despite further study into features for implicit relations, however, 

none of our features seem to have been useful in the classification of implicit relations. As we conclude 

our study, we still have no definitive answers on this front. Overall, however, we are able to say that our 

research has yielded a fairly good way of classifying explicit discourse relations.
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