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Problem

AHow map large tasks with irregular
communication onto FPGASs?



Solution Direction

A Implement efficient, time-shared overlay
networks-on-chip (NoCs)



Contributions

A High performance FPGA implementation
I @166 MHz on a V2-6000-4

A Evaluate Packet-Switched vs. Time-
Multiplexed Networks Tradeoffs




Outline

A Demand (problem setup)
A Time Sharing Styles

A Interconnect Topology

A Hardware Primitives

A Evaluation
I Equal Number of PEs
I Area Normalized
I Workload Regularity



A Graph Algorithms
I Sparse Graph Data-Structures

I CAD circuit netlists, numerical
problems, Al knowledgebases

I ConceptNet for workloads

A Specialized Graph-Processing
PEs + Fast, Local memories
I PE ~ few hundred slices
I Memory ~ few Block RAMs

" GraphStep Applications
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A Multiple PEs which need to
communicate

A Can handle 1 message/cycle
I Small messages

I Contrast with embedded ISA
processors [PowerPC, etc]
which takes 100s-1000s
cycles/message

A Compute model

I Separate Compute and
Communicate Phase

I Received messages for all
edges for all nodes on a PE

I Phase ~1000s of cycles
I One edge message 1 cycle

Local | | GraphStep
Memory Datapath

Communication

rcvd

LHl

sent

time

Local GraglhStep
emory (@8 capatn

z
o
3
S e
<
gl
[0)
N
=
.g:'
o O
S o
-

receive

compute

send




A Dedicated spatial networks
I Allocate a wire per message
I Best possible performance
I Large area requirement
A Not very scalable
O(messages)
A Time Sharing

I Wire stays unused most of the
time
AMessage duratio
communication phase
A 1 cycle << 1000 cycles
I More efficient use of critical
Interconnect resources
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Time Sharing

...................................................................
..........................................

A Bus based networks

I Found in many systems
A AMBA, Sonic for ASICs 250

Network 10 per Cycle vs. Network Size

A PLB, OPB (Xilinx - " Unlimited network ———

CoreConnect) 2 00 | _
I Minimal area requirement 8

I Fully sequential 9 150 ]
communication )
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Can Do Bett e

Network-On-A-Chip
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A Network of switches, shared wires

A Multiple packets processed in parallel

A Switching Styles
I Packet Switched
I Time Multiplexed
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Time Sharing Styles



Packet-Switched (PS)
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Time-Multiplexed (TM)
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h Time-Multiplexed (TM)
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Time-Multiplexed (TM)
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Packet Switched

PS vs. TM

Time Multiplexec

Dynamic Routing
- from destination address

Static Routing
- from context memory

Local Routing Decisions

Global Routing Decision

Larger switches (queues)

Smaller switches (small
context)

Complex switches
(decoding)

Simpler switches (context
memory)

Routes necessary
communication

Routes all possible
communication
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Interconnect Topology
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Butterfly Fat Trees (BFTSs)

A Why BFTs?
I Programmable
Interconnect Richness

I Experimentally at least
as good as meshes

I Easier route functions
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BFT Terminology

T = t-switch e ; s ~§:P:
U = pi-switch

upIir|1k up|)link
0 1

P = Rent Parameter
(defines sequence of T

and U switches)

c = PE IO Ports c
(parallel BFT planes)

BFT

TTTTTT
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Hardware Primitives
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_ TM Hardware Primitives

Primitive | Area Speed
(slices) | (MHz)

Merge-2 |41 219

Merge-3 |80 204

1 1

T-Switch

© -Switch
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Processing Element

A Logic for IO and Compute
! l A Well Pipelined

Output i 1 packet/cycle (16-bit)

Packet Handler

j Input A SpeCS
Packet Handler

Local F—— I Speed =166 MHz
Memory Arbiter b , T Area =195 slices
i I BRAMs =4
Compute

Pipeline
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Complete Network

H H H H

8 PEs @ 32-bit network runs at 166Mhz



% Relation to Other Work (PS)

NoC Frequency |Area
IMEC 40 MHz 446 slices,
1 BRAM

Hermes |25 MHz 316 slices
_IPaR 33 MHz 437 slices

Dimetalk |100 MHz 450 slices,

1 BRAM

Our Work |166 MHz | 732 slices (T),
1464 slices (Pi)
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Evaluation
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8 Performance Analysis

A Predict lower bounds
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8 Performance Analysis

A Predict lower bounds
A Three metrics

Cycles

PEs
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Performance Analysis

A Predict lower bounds

A Three metrics
I Serialization
A Messages/PE

Cycles

PEs

erialization
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Performance Analysis

A Predict lower bounds

A Three metrics
I Serialization
A Messages/PE
| Bisection
A Limited Wires

Cycles
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Performance Analysis

A Predict lower bounds

A Three metrics

I Serialization Latency
A Messages/PE
I Bisection
A Limited Wires N

I Latency ES
A Long Wires

Cycles

Bisection
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Jc. 1. Equal Number of PEs
A PS v/s TM for same topologies

| Static v/s Dynamic
I Quantify inherent benefit of static scheduling
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2. Area Normalized

A Area Analysis

I Understand area tradeoffs (PEs v/s
Interconnect)

A PS v/s TM for same area
I Previously ignoring area
I Now considering area
I What is performance difference?
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L# 3. Workload Regularity

A Dynamic Traffic

A PS v/s TM for dynamic traffic

I PS routes necessary communication
I TM routes all possible communication
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Equal Number of PES

(ISO-PE)
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PS/TM Communication Time Ratio
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Ratio of PS/TM Communication Time vs. PEs

Communication Ratio (bft c=1 p50.5) —

1.8 |
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PS/TM Communication Time Ratio
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A Small PE counts
I Dominated by serialization (self-messages)
i TM=PS
I Not stressing the network
A Larger PE counts
I Larger workload

I TM uses global congestion knowledge while
scheduling

T TM ~60% better
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Area Normalized

(ISO-Area)
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Area Analysis

A Tradeoff Logic Area for Interconnect
A Fixed Area of 130K slices
I p=0, BFT
A128 PEs
A1476 cycles
I p=0.5, BFT
A64 PEs
A943 cycles
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PS Iso Area:
Topology Selection

Packet-Switched Communication Time vs. Area
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A Low slice count (<50K slices)
i p=0 BFT

A Moderate slice count (50K-1M)
i p=0.5 BFT

A High slice count (>1M)

I p>0.5 BFTs all compete
I <fanin-fanout bounds on the graph-nodes>
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Area of PS+TM Networks in Slices
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TM Area Effects

Area of PS/TM Networks vs. PEs
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TM Area Effects

area/switch
area/switch

TM
switch

PS ™ PS ™

2-PE Network 32-PE Network

A Area of TM, function of number of cycles



TM Iso Area
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