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Abstract

We present a simple and scalable algorithm for large-marginestimation
of structured models, including an important class of Markov networks
and combinatorial models. The estimation problem can be formulated as
a quadratic program (QP) that exploits the problem structure to achieve
polynomial number of variables and constraints. However, off-the-shelf
QP solvers scale poorly with problem and training sample size. We re-
cast the formulation as a convex-concave saddle point problem that al-
lows us to use simple projection methods. We show the projection step
can be solved using combinatorial algorithms for min-cost convex flow.
We provide linear convergence guarantees for our method andpresent
experiments on two very different structured prediction tasks: 3D im-
age segmentation and word alignment, illustrating the favorable scaling
properties of our algorithm.

1 Introduction

The scope of discriminative learning methods has been expanding to encompass prediction
tasks with increasingly complex structure. Much of this recent development builds upon
graphical models to capture sequential, spatial, recursive or relational structure, but as we
will discuss in this paper, the structured prediction problem is broader still. For graphical
models, two major approaches to discriminative estimationhave been explored: (1) maxi-
mum conditional likelihood [16, 17] and (2) maximum margin [7, 1, 27]. For the broader
class of models that we consider here, the conditional likelihood approach is intractable,
but the large margin formulation yields a tractable convex program.

We interpret the termstructured modelvery broadly, as a compact scoring scheme over a
(possibly very large) set of combinatorial structures and amethod for finding the highest
scoring structure. In graphical models, the scoring schemeis embodied in a probability
distribution over possible assignments of the prediction variables as a function of input
variables. In models based on combinatorial problems, the scoring scheme is usually a



simple sum of weights associated with vertices, edges, or other components of a structure;
these weights are often represented as parametric functions of a set of features. Given
training data consisting of instances labeled by desired structured outputs (e.g., matchings)
and a set of features that parameterize the scoring function, the learning problem is to find
parameters such that the highest scoring outputs are as close as possible to the desired
outputs.

Example of prediction tasks solved via combinatorial optimization problems include bipar-
tite and non-bipartite matching in alignment of 2D shapes [5], word alignment in natural
language translation [19] and disulfide connectivity prediction for proteins [3]. All of these
problems can be formulated in terms of a tractable optimization problem.

It is also possible to find interesting subfamilies of graphical models for which large-margin
methods are tractable whereas likelihood-based methods are not; an example is the class of
Markov random fields used for object segmentation in vision [15, 2].

Tractability is not necessarily sufficient to obtain algorithms that work effectively in prac-
tice. In particular, although the problem of large margin estimation can be formulated as a
quadratic program (QP) in several cases of interest [25, 26], and although this formulation
exploits enough of the problem structure so as to achieve a polynomial representation in
terms of the number of variables and constraints, off-the-shelf QP solvers scale poorly with
problem and training sample size for these models.

In this paper, we present a solution methodology for structured prediction problems that
does not require a general-purpose QP solver. Rather, we show that the key computational
bottleneck for these problems can be formulated as a min-cost convex flow problem, a
problem for which specialized efficient algorithms are available. We illustrate the effec-
tiveness of this approach on two very different large-scalestructured prediction tasks: 3D
image segmentation and word alignment in translation.

2 Structured models

We begin by discussing two special cases of the general framework that we present subse-
quently: (1) a class of Markov networks used for segmentation, and (2) a bipartite matching
model for word alignment. Despite significant differences in the setup for these models,
they share the property that in both cases the problem of finding the highest-scoring output
can be formulated as a linear program (LP).

Markov networks. We consider a special class of Markov networks, common in vision
applications, in which inference reduces to a tractable min-cut problem [9]. Focusing on
binary variables,y = {y1, . . . , yN}, and pairwise potentials, we define a joint distribution
over{0, 1}N via P (y) ∝

∏

j∈V φj(yj)
∏

jk∈E φjk(yj , yk), where(V , E) is an undirected
graph, and where{φj(yj); j ∈ V} are the node potentials and{φjk(yj , yk), jk ∈ E} are
the edge potentials.

In image segmentation (see Fig. 1a), the node potentials capture local evidence about the la-
bel of a pixel or laser scan point. Edges usually connect nearby pixels in an image, and serve
to correlate their labels. Assuming that such correlationstend to bepositive(connected
nodes tend to have the same label) leads us to restrict the form of edge potentials to be of
the formφjk(yj , yk) = exp{−sjk1I(yj 6= yk)}, wheresjk is a non-negative penalty for
assigningyj andyk different labels. Expressing node potentials asφj(yj) = exp{sjyj},

we haveP (y) ∝ exp
{

∑

j∈V sjyj −
∑

jk∈E sjk1I(yj 6= yk)
}

. Under this restriction of

the potentials, it is known that the problem of computing themaximizing assignment,
y∗ = arg maxP (y | x), has a tractable formulation as a min-cut problem [9]. In par-
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Figure 1: Structured prediction applications: (a) Articulated object detection; (b) Word
alignment in machine translation.

ticular, we obtain the following LP:

max
z

∑

j

sjzj −
∑

jk

sjkzjk

s.t. 0 ≤ zj ≤ 1, ∀j ∈ V ;

zj − zk ≤ zjk, zk − zj ≤ zjk, ∀jk ∈ E . (1)

In the above LP, continuous variableszj correspond to the relaxation of the binary variables
yj . Note that the last line is equivalent to|zj − zk| ≤ zjk. Becausesjk is positive,
zjk = |zk − zj| at the maximum, which is equivalent to 1I(zj 6= zk) if the zj , zk variables
are binary. An integral optimal solution always exists, since the constraint matrix is totally
unimodular [23].

We can parametrize the node and edge weightssj andsjk in terms of user-provided features
xj andxjk associated with the nodes and edges. In particular, in 3D range data,xj might be
spin image features or spatial occupancy histograms of a point j, while xjk might include
the distance between pointsj andk, the dot-product of their normals, etc. The simplest
model of dependence is a linear combination of features:sj = w⊤

n fn(xj) and sjk =
w⊤

e fe(xjk), wherewn andwe are node and edge parameters, andfn and fe are node
and edge feature mappings, of dimensiondn andde, respectively.1 We assume that the
feature mappingsf are provided by the user and our goal is to estimate parameters w
from labeled data. We abbreviate the score assigned to a labeling y for an inputx as
w⊤f(x,y) =

∑

j yjw
⊤
n fn(xj) −

∑

jk yjkw
⊤
e fe(xjk), whereyjk = 1I(yj 6= yk).

Matchings. Consider modeling the task of word alignment of parallel bilingual sentences
(Fig. 1b) as a maximum weight bipartite matching problem, where nodes correspond to
the words in the two sentences. For simplicity, assume that each word aligns to one or
zero words in the other sentence. The edge weightsjk represents the degree to which
word j in one sentence can translate into the wordk in the other sentence. Our objective
is to find an alignment that maximizes the sum of edge scores. We represent a matching
using a set of binary variablesyjk that are set to1 if word j is assigned to wordk in
the other sentence, and0 otherwise. The score of an assignment is the sum of edge scores:

1To ensure non-negativity ofsjk, we assume the edge featuresfe to be non-negative and restrict
we ≥ 0. This constraint is easily incorporated into the formulation we present below, but for brevity,
we do not include it explicitly.



s(y) =
∑

jk sjkyjk. The maximum weight bipartite matching problem,arg max
y∈Y s(y),

can be found by solving the following LP:

max
z

∑

jk

sjkzjk s.t.
∑

j

zjk ≤ 1,
∑

k

zjk ≤ 1, 0 ≤ zjk ≤ 1, (2)

where again the continuous variableszjk correspond to the relaxation of the binary vari-
ablesyjk. As in the min-cut problem, this LP is guaranteed to have integral solutions for
any scoring functions(y) [23].

For word alignment, the scoressjk can be defined in terms of the word pairjk and input
features associated withxjk. We can include the identity of the two words, relative position
in the respective sentences, part-of-speech tags, string similarity (for detecting cognates),
etc. We letsjk = w⊤f(xjk) for some user-provided feature mappingf and abbreviate
w⊤f(x,y) =

∑

jk yjkw
⊤f(xjk).

General structure. More generally, we consider prediction problems in which the in-
put x ∈ X is an arbitrary structured object and the output is a vector of valuesy =
(y1, . . . , yLx

), for example, a matching or a cut in the graph. We assume that the length
Lx and the structure ofy depend deterministically on the inputx. In our word alignment
example, the output space is defined by the length of the two sentences. Denote the output
space for a given inputx asY(x) and the entire output space asY =

⋃

x∈X Y(x).

Consider the class of structured prediction modelsH defined by the linear family:

hw(x) = arg max
y∈Y(x)

w⊤f(x,y), (3)

wheref(x,y) is a vector of functionsf : X × Y 7→ IRn. This formulation is very general.
Indeed, it is too general for our purposes—for manyf ,Y pairs, finding the optimaly is
intractable. We specialize to the class of models in which the optimization problem in
Eq. (3) can be solved in polynomial time; this is still a very large class of models.

3 Max-margin estimation

We assume a set of training instancesS = {(x(i),y(i))}m
i=1, where each instance consists

of a structured objectx(i) (such as a graph) and a target solutiony(i) (such as a matching).
Consider learning the parametersw in the conditional likelihood setting. We can define
Pw(y | x) = 1

Zw(x) exp{w⊤f(x,y)}, whereZw(x) =
∑

y′∈Y(x) exp{w⊤f(x(i),y′)},

and maximize the conditional log-likelihood
∑

i log Pw(y(i) | x(i)), perhaps with ad-
ditional regularization of the parametersw. However, computing the partition function
Zw(x) is #P-complete [29, 12] for the two structured prediction problems we presented
above, matchings and min-cuts.

Instead, we adopt the max-margin formulation of [27], whichdirectly seeks to find param-
etersw such that:

argmax
yi∈Y(i)

w⊤f(x(i),y) ≈ y(i), ∀i,

whereY(i) = Y(x(i)) andyi denotes the appropriate vector of variables for examplei.
The solution spaceY(i) depends on the structured objectx(i); for example, the space of
possible matchings depends on the precise set of nodes and edges in the graph.

As in univariate prediction, we measure the error of prediction using a loss function
ℓ(y(i),yi). To obtain a convex formulation, we upper bound the lossℓ(y(i), hw(x(i)))
using the hinge function:max

yi∈Y(i) [w⊤fi(yi) + ℓi(yi) − w⊤fi(y
(i))], whereℓi(yi) =



ℓ(y(i),yi), and fi(yi) = f(x(i),yi). Minimizing this upper bound will force the true
structurey(i) to be optimal with respect tow for each instancei:

min
||w||≤γ

∑

i

max
yi∈Y(i)

[w⊤fi(yi) + ℓi(yi)] − w⊤fi(y
(i)), (4)

whereγ is a regularization parameter. Note that this formulation is equivalent to the stan-
dard formulation using slack variablesξ and slack penaltyC presented in [27]2

The key to solving Eq. (4) efficiently is theloss-augmented inference problem,
max

yi∈Y(i) [w⊤fi(yi)+ ℓi(yi)]. This optimization problem has precisely the same form as
the prediction problem whose parameters we are trying to learn—max

yi∈Y(i) w⊤fi(yi)—
but with an additional term corresponding to the loss function. Tractability of the loss-
augmented inference thus depends not only on the tractability of max

y∈Y(i) w⊤fi(yi), but
also on the form of the loss termℓi(yi). A natural choice in this regard is the Hamming
distance, which simply counts the number of variables in which a candidate solutionyi

differs from the target outputy(i). In general, we need only assume that the loss function
decomposes over the variables iny(i).

For example, in the case of bipartite matchings the Hamming loss counts the number of
different edges in the matchingsyi andy(i) and can be written as:ℓH

i (yi) =
∑

jk y
(i)
jk +

∑

jk(1 − 2y
(i)
jk )yi,jk. Thus the loss-augmented matching problem for examplei can be

written as an LP similar to Eq. (2) (without the constant term
∑

jk y
(i)
jk ):

max
z

∑

jk

zi,jk[w⊤f(x
(i)
jk ) + 1 − 2y

(i)
jk ]

s.t.
∑

j

zi,jk ≤ 1,
∑

k

zi,jk ≤ 1, 0 ≤ zi,jk ≤ 1.

Generally, when we can expressmax
yi∈Y(i) w⊤f(x(i),yi) as an LP,maxzi∈Zi

w⊤Fizi,
whereZi = {zi : Aizi ≤ bi, zi ≥ 0}, for appropriately defined constraintsAi,bi

and feature matrixFi, we have a similar LP for the loss-augmented inference for each
examplei: di +maxzi∈Zi

(w⊤Fi +ci)
⊤zi for appropriately defineddi,Fi, ci,Ai,bi. Let

z = {z1, . . . , zm}, Z = Z1 × . . . ×Zm.

We could proceed by making use of Lagrangian duality, which yields a joint convex op-
timization problem; this is the approach explored in [25, 26]. Previous problem-specific
algorithms for solving the resulting programs include structured SMO [27, 24] and struc-
tured exponentiated gradient [4]. Both algorithms, however, only work for decomposable
models (e.g., sequences, trees, triangulated graphs), since they essentially exploit dynamic
programming decompositions of such problems. Unfortunately, such decompositions do
not hold for matchings and min-cuts (this makes computing the partition function and con-
ditional likelihood estimation intractable).

Instead we take a different tack here, posing the problem in its natural saddle-point form:

min
||w||≤γ

max
z∈Z

∑

i

w⊤Fizi + c⊤i zi − w⊤Fiy
(i). (5)

2The correspondence can be seen as follows: letw
∗(C) be a solution to the optimization problem

with slack penaltyC and defineγ(C) = ||w∗(C)||. Thenw
∗ is also a solution to Eq. (4). Con-

versely, one can invert the mappingγ(·) to obtain the set of values ofC that give rise to the same
solution as Eq. (4) for a specificγ.



4 Extragradient method

Eq. (5) can be written asmin||w||≤γ maxz∈Z L(w, z), where

L(w, z) =
∑

i

w⊤Fizi + c⊤i zi − w⊤Fiy
(i).

L(w, z) is bilinear inw andz, with gradient given by:∇wL(w, z) =
∑

i Fi(zi − y(i))
and∇zi

L(w, z) = F⊤
i w + ci.

We denote the Euclidean projection of a vector ontoZi asPZi
(v) = arg min

u∈Zi
||v−u||

and projection onto the ball||w|| ≤ γ asPγ(w) = γw/ max(γ, ||w||).

We need to solve a saddle-point problem. Consider a simple iterative method based on
gradient projections:

wk+1 = Pγ(wk − βk∇wL(wk, zk)); zk+1
i = PZi

(zk
i + βk∇zi

L(wk, zk)),

whereβk is a step size. This method is generally not guaranteed to converge for bilinear
objectives [14, 13, 11].

A well-known solution strategy for saddle-point optimization is provided by theextragra-
dient method[14]. An iteration of the extragradient method consists of two very simple
steps, prediction and correction:

(Prediction)

{

w̄k+1 = Pγ(wk − βk∇wL(wk, zk));
z̄k+1

i = PZi
(zk

i + βk∇zi
L(wk, zk));

(6)

(Correction)

{

wk+1 = Pγ(wk − βk∇wL(w̄k+1, z̄k+1));

zk+1
i = PZi

(zk
i + βk∇zi

L(w̄k+1, z̄k+1)).
(7)

which translates into:

(P ) w̄k+1 = Pγ(wk + βk

∑

i

Fi(y
(i) − zk

i )); z̄k+1
i = PZi

(zk
i + βk(F⊤

i wk + ci));

(C) wk+1 = Pγ(wk + βk

∑

i

Fi(y
(i) − z̄k+1

i )); zk+1
i = PZi

(zk
i + βk(F⊤

i w̄k+1 + ci)),

whereβk is an appropriately chosen step size. The algorithm starts with a feasible point
w0 = 0, z0

i = y(i) and step sizeβ0 = 1. After each prediction step, it computes

rk = βk

||∇L(wk, zk) −∇L(w̄k+1, z̄k+1)||
√

||wk − w̄k+1||2 + ||zk − z̄k+1||2)
. (8)

If rk is greater than a thresholdν, the step size is decreased using an Armijo type rule:
βk = (2/3)βk min(1, 1/rk), and a new prediction step is computed untilrk ≤ ν, where
ν ∈ (0, 1) is a parameter of the algorithm. Under mild conditions, the method is guaranteed
to converge linearly to a solutionw∗, z∗ [14, 11]. See Appendix A for details.

The key step influencing the efficiency of the algorithm is theEuclidean projection onto
the feasible setsZi. In case of word alignment,Zi is the convex hull of bipartite matchings
and the problem reduces to the much-studied minimum cost quadratic flow problem [6].
The projection problemPZi

(z′i) is given by

min
z

∑

jk

1

2
(z′i,jk − zi,jk)2

s.t.
∑

j

zi,jk ≤ 1,
∑

k

zi,jk ≤ 1, 0 ≤ zi,jk ≤ 1.
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Figure 2: (a) Object segmentation test error rate for the perceptron, the averaged percep-
tron and the extragradient. (b) Alignment error rate (on gold dataset) for the perceptron,
the averaged perceptron and the extragradient, named p, a and e respectively (from up to
bottom on image). 500 and 5000 refer to the number of sentences in the training data. This
legend is used for the remaining plots.

We can now use a standard reduction of bipartite matching to min cost flow by introducing
a source node connected to all the words in one sentence and a sink node connected to all
the words in the other sentence, using edges of capacity1 and cost0. The original edgesjk
have a quadratic cost12 (z′i,jk − zi,jk)2 and capacity1. Now the minimum cost flow from
the source to the sink computes projection ofz′i ontoZi.

The reduction of the min-cut polytope projection to a convexnetwork flow problem can
also be done and is shown in Appendix B. Algorithms for solving this problem are nearly
as efficient as those for solving regular min-cost flow problems. We use standard, publicly-
available code for solving this problem [10]3.

5 Experiments

Object segmentation. We tested our algorithm for 3D scan segmentation using the re-
stricted class of MRFs we described above. The dataset is a challenging collection of
cluttered scenes containing articulated wooden puppets. It contains eleven different single-
view scans of three puppets of different sizes and in different positions. It also contains
clutter and occluding objects such as rope, sticks and rings. Each scan has around225, 000
points, which we subsampled to around7, 000 points with standard software. Our goal was
to segment the scenes into two classes—puppet andbackground. Five of the scenes com-
prise our training set, and the rest are kept for testing. Sample scans from the training and
test set can be seen athttp://www.cs.berkeley.edu/˜taskar/3DSegment/ . We
used features described in [2] for node potentials, and for edge potentials we used the sur-
face links that are output by the scanner. Figure 2 shows testset error as a function of
(batch) iterations the extragradient algorithm and the twoversions of the perceptron al-
gorithm of [7] (standard perceptron and the averaged perceptron). We used five scenes
as the training data, containing appropriately46, 000 nodes and107, 000 edges. Training
time took about an hour on a 2.80GHz Pentium 4 machine. Extragradient is much more
stable than regular perceptron and has a consistently lowererror rate (about 1% absolute
difference) than the averaged perceptron.

3Available from http://www.math.washington.edu/∼tseng/netflowgnl/.



Word alignment. We also tested our matching algorithm on word-level alignment using
a data set from the 2003 NAACL set [20], the English-French Hansards task. This corpus
consists of 1.1M automatically aligned sentences, and comes with a validation set of 39
sentence pairs and a test set of 447 sentences. The validation and test sentences have
been hand-aligned and are marked with bothsureandpossiblealignments. Using these
alignments,alignment error rate(AER) is calculated as:

AER(A, S, P ) = 1 −
|A ∩ S| + |A ∩ P |

|A| + |S|

Here,A is a set of proposed index pairs,S is the set of sure gold pairs, andP is the set of
possible gold pairs (whereS ⊆ P ).

Since our method is a supervised algorithm, we need labeled examples. We used
GIZA++ [21] to produce intersected bidirectional model 4 alignments for the unlabeled
sentence pairs. We then took the first 5K sentence pairs from these 1.1M model 4 align-
ments. This gave us more training data, but of course the labels were noisier. However,
since most of our features were fairly general, this seemed to work just as well (results
below).

For the feature design, first, and most importantly, we want to include information about
word association; translation pairs are likely to co-occurin a bilingual text. This feature
can be captured using the Dice coefficient:

dice(e, f) =
2CEF (e, f)

CE(e)CF (f)

Here,CE andCF are counts of word occurrences in each language, whileCEF is the
number of co-occurrences of the two words. With just this feature on a pair of word to-
kens (which depends only on their types), we can already makea stab at word alignment,
aligning, say, each English word with the French word (or null) with the highest Dice
value, simply as a matching-free heuristic model. In addition to these features, we included
other kinds of information, including difference between word positions, word-similarity
features designed to capture cognate (and exact match) information, and identity of the
top five most frequently occurring words. In Fig. 2b, we compare test word alignment er-
ror rates using the extragradient method and the two versions of the perceptron algorithm
(standard perceptron and the averaged perceptron). We ploterror for two different training
set sizes for both algorithms, with 500 and 5000 sentences, which correspond to 37,000
and 555,000 edges respectively. It took roughly 10 minutes and 3 hours respectively to do
500 training iterations on those training sets using a 2.8GHz Pentium 4 machine, showing
the linear scaling of the algorithm (linear in the number of edges). This graph shows the
significant oscillation in the performance of the perceptron, as can be expected from non-
separable data. A zoomed version of the graph is shown in Fig.3a in order to compare
the averaged perceptron with the extragradient more closely. Their performance is similar,
though the extragradient does slightly better (3% better inaverage). The slightly larger
oscillation for the averaged perceptron could be due to the fact that it was implemented as
an online algorithm whereas we implemented the extragradient in a batch fashion. Fig. 3b
shows the evolution of the objective:

∑

i,jk

y
(i)
jk + max

z∈Z
L(w, z) (9)

which is the hinge upper bound of the loss function that we areminimizing in Eq. (5).
From it, we can see that the extragradient seemed to have converged within the first 500
iterations.

Implementations details and other observations. We plot a measure which is better
related to the objective we are trying to optimize in Fig. 4: the error rate is defined as
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Figure 3: (a) Alignment error rate of the averaged perceptron compared to the extragradient
on the gold word alignment data (zoomed-in version of Fig. 2). (b) Objective of Eq. (9)
divided by the number of edges for the averaged perceptron and the extragadient on the
word alignment training data.
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Figure 4: (a)Training error. The error rate for the word alignment data is defined as the
number of correctly labelled edges divided by the total number of edges. (b)Test error.
Same as a) but for the gold dataset (considering the ‘possible’ edges as labelled with0).



the number of correctly labelled edges over the total numberof edges. This is an overly
optimistic measure as most edges are 0 by the constraint of our formulation (a word aligns
to zero or one word in the other sentence), but its evolution over time can be interesting.
The training error of the averaged perceptron and the extragradient are similar, but the
extragradient performs consistently better after convergence on the test data (8% better in
average), probably because it is maximizing the margin. Note that the training error is
greater on the 500 sentences than on the 5000 sentences because the average length was
longer for the 5000 sentences and so the proportion of 0 edgeswas greater for the 5000
sentences.

In our experiments, we used a very large value ofγ (1000-10000), the limit on the norm for
the parameter vector. The particular value chosen did not seem to have a significant effect
on performance.

6 Conclusion

We have presented a general solution strategy for large-scale structured prediction prob-
lems. We have shown that these problems can be formulated as saddle-point optimization
problems, problems that are amenable to solution by the extragradient algorithm. Key to
our approach is the recognition that the projection step in the extragradient algorithm can
be solved by network flow algorithms. Network flow algorithmsare among the most well-
developed in the field of combinatorial optimization, and yield stable, efficient algorithmic
platforms. We have exhibited the favorable scaling of this overall approach in two concrete,
large-scale learning problems. It is also important to notethat the general approach extends
to a much broader class of problems.
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A Convergence analysis

the convergence analysis of the extragradient method is based on a more general framework
of variational inequalites [8]. We begin by establishing some notation and definitions.
Because the optimization is over a convex set, a feasible point (w∗, z∗), with ||w∗|| ≤
γ, z∗ ∈ Z, is a solution of Eq. (5) if and only if

∇wL(w∗, z∗)⊤(w − w∗) ≥ 0, ∀w : ||w|| ≤ γ;

∇zi
L(w∗, z∗)⊤(zi − z∗i ) ≤ 0, ∀i, ∀zi ∈ Zi.

Let us combinew andz into one vector:

u =









w
z1

...
zm









; U =























w
z1

...
zm









: ||w|| ≤ γ, zi ∈ Zi, ∀i















,

and denote the projection operator ontoU asPU (v) = argmin
u∈U ||u − v||. Note thatU

is convex since it is a direct product of convex sets. We denote the (affine) gradient operator
on this joint space as

T (u) =









∇wL(w, z)
−∇z1L(w, z)

...
−∇zm

L(w, z)









=









0 F1 · · · Fm

−F⊤
1

... 0
−F⊤

m

















w
z1

...
zm









−









∑

Fiy
(i)

c1

...
cm









= Fu − a.

With these definitions, the optimality condition for a pointu∗ ∈ U becomes:

T (u∗)⊤(u′ − u∗) ≥ 0, ∀u′ ∈ U . (10)

We denote the set of solutions satisfying these conditions asU∗. Problems of this form are
called variational inequalities and arise in many important applications such as optimiza-
tion, solving system of equations and market equilibrium [8].

Let us define a residual error function for Eq. (10):

e(u, β) = u − PU (u − βT (u)).

Note that forβ > 0, the zeros ofe(u, β) are precisely the solutions of Eq. (10):

e(u, β) = 0 ⇔ u ∈ U∗. (11)

This is a consequence of a characterization of the projection of an arbitrary pointv onto a
convex setU ; let u ∈ U , then we have:

(v − u)⊤(u′ − u) ≤ 0, ∀u′ ∈ U ⇔ u = PU (v). (12)

Assumee(u, β) = 0, β > 0 and letv = u − βT (u). Sincee(u, β) = 0, u = PU (v) =
PU (u − βT (u)). Pluggingv in Eq. (12), shows thatu satisfies the optimality condition
in Eq. (10). Conversely, assumeu∗ satisfies Eq. (10) and letu+ = PU (u∗ − βT (u∗)).
By Eq. (12), we have

(u∗−βT (u∗)−u+)⊤(u′−u+) = (u∗−u+)⊤(u′−u+)−βT (u∗)⊤(u′−u+) ≤ 0, ∀u′ ∈ U .

In particular, foru′ = u∗, we have||u∗ − u+||2 ≤ βT (u∗)⊤(u∗ − u+). Since the
right-hand-side,βT (u∗)⊤(u∗ − u+), is non-positive by Eq. (10), and the left-hand-side is
non-negative, we haveu = u+ and hencee(u, β) = 0.

We will make use of the following theorem (which holds for more general operatorsT (u))
to prove the convergence of the extragradient method for structured prediction problems.



Theorem A.1 (Theorem 2.1 in [11]) Let {βk} be a sequence such thatinfk{βk} =
βmin > 0 and letc0 > 0 be a constant. If the sequence{uk} satisfies:

||uk+1 − u∗||2 ≤ ||uk − u∗||2 − c0||e(u
k, βk)||2, ∀u∗ ∈ U∗, (13)

then{uk} converges to a solution point of Eq. (10).

The extragradient algorithm can be written as:

(P ) ūk+1 = PU (uk − βkT (uk));

(C) uk+1 = PU (uk − βkT (ūk+1)),

with rk = βk||T (uk)− T (ūk+1)||/||uk − ūk+1||. Under the assumption thatrk < ν < 1,
Korpelevich [14] showed that for the extragradient,c0 = (1 − ν)2 in Eq. (13):

||uk+1 − u∗||2 ≤ ||uk − u∗||2 − (1 − ν)2||e(uk, βk)||2, ∀u∗ ∈ U∗,

It remains to show that we can lower boundβk away from zero for the Armijo type rule
βk = (2/3)βk min(1, 1/rk). Note that

max
u,v

||T (u) − T (v)||

||u− v||
= max

||u||=1
||Fu|| = ||F||,

where||F|| is the standard matrix norm induced by the Euclidean vector norm || · ||. Hence,
βk < ν/||F|| ensuresrk < ν, which leavesβk constant and away from zero. The norm of
F ultimately depends on the problem (mincut or matching), thenumber of examples and
the feature mapf(x,y).

The local linear convergence of the extragradient method iswell established for affineT (u)
and polyhedralU [18, 28]. If the norm constraint||w|| ≤ γ is not active near the limit
point of the sequence, this is effectively our setting4. If the norm constraint is active, the
situation is more complicated.

Let d(u,U∗) be the shortest distance fromu to a solution of Eq. (10):d(u,U∗) =
infu∗∈U∗ ||u − u∗||. Note that Eq. (13) implies that

d(uk+1,U∗)2 ≤ d(uk,U∗)2 − c0||e(u
k, βk)||2. (14)

To prove local linear convergence, it suffices to show that for some constantsǫ > 0, c1 > 0,

d(u,U∗) ≤ c1||e(u, βk)||, ∀u ∈ U , whenever ||e(u, βk)|| ≤ ǫ,

which implies that for sufficiently largek,

d(uk+1,U∗)

d(uk,U∗)
≤

√

1 −
c0

c1
(15)

For polyhedral spacesU = {u : u ≥ 0; Au ≤ b}, the constant is given by

c1 = ||A⊤||/λ(BB⊤),

whereλ(BB⊤) is the smallest eigenvalue of the matrixBB⊤, with B formed by linearly
independent rows ofA corresponding to constraints active at the solution [22, 18].

For the case of active norm constraint||w|| ≤ γ near the limit point of the sequence,
the feasible regionU is not polyhedral, and no linear convergence proofs are known to
us. However, this setting is equivalent to the penalized version of the problem, where the
constraint is moved into the objective:

min
w

max
z∈Z

1

2C
||w||2 +

∑

i

w⊤Fizi + c⊤i zi − w⊤Fiy
(i). (16)

4Which was the case in our experiments as we have used a largeγ.



In this case,L(w, z) = 1
2C

||w||2 +
∑

i w
⊤Fizi + c⊤i zi −w⊤Fiy

(i), with gradient given
by: ∇wL(w, z) = w

C
+

∑

i Fi(zi − y(i)) and∇zi
L(w, z) = F⊤

i w + ci. Lettingu andU
be as before, but omitting the norm constraint onw, we define the gradient operator which
differs from the previous definition only in the upper left corner ofF:

T̃ (u) =









∇wL(w, z)
−∇z1L(w, z)

...
−∇zm

L(w, z)









=











1
C

F1 · · · Fm

−F⊤
1

... 0
−F⊤

m



















w
z1

...
zm









−









∑

Fiy
(i)

c1

...
cm









= F̃u− a.

In this form, T̃ (u) is affine andU is polyhedral, so local linear convergence is guaran-
teed. We experimented with both forms of reguralization (with γ andC) and found their
convergence behavior very similar.

B Min-cut polytope projections

Consider projection for a singe examplei:

min
z

∑

j∈V

1

2
(z′j − zj)

2 +
∑

jk∈E

1

2
(z′jk − zjk)2 (17)

s.t. 0 ≤ zj ≤ 1, ∀j; zj − zk ≤ zjk, zk − zj ≤ zjk, ∀jk.

Let h+
j (zj) = 1

2 (z′j − zj)
2 if 0 ≤ zj , else∞. We introduce non-negative Lagrangian

variablesλjk, λkj for the two constraints for each edgejk andλj0 for the constraintzj ≤ 1
each nodej.

The Lagrangian is given by:

L(z, λ) =
∑

j

h+
j (zj) +

∑

jk

1

2
(z′jk − zjk)2 −

∑

j

(1 − zj)λj0

−
∑

jk

(zjk − zj + zk)λjk −
∑

jk

(zjk − zk + zj)λkj

Lettingλ0j = λj0 +
∑

k:jk∈E (λjk − λkj), note that
∑

j

zjλ0j =
∑

j

zjλj0 +
∑

jk

(zj − zk)λjk +
∑

jk

(zk − zj)λkj .

So the Lagrangian becomes:

L(z, λ) =
∑

j

h+
j (zj) + zjλ0j − λj0 +

∑

jk

1

2
(z′jk − zjk)2 − zjk(λjk + λkj).

Now, minimizingL(z, λ) with respect toz, we have

inf
z

L(z, λ) =
∑

jk

qjk(λjk + λkj) +
∑

j

q0j(λ0j) − λj0,

where qjk(λjk + λkj) = infzjk

[

1
2 (z′jk − zjk)2 − zjk(λjk + λkj)

]

and q0j(λ0j) =

infzj
[h+

j (zj) + zjλ0j ]. The minimizing values ofz are:

z∗j = arg inf
zj

[

h+
j (zj) + zjλ0j

]

=

{

0 λ0j ≥ z′j ;
z′j − λ0j λ0j ≤ z′j ;

z∗jk = arg inf
zjk

[

1

2
(z′jk − zjk)2 − zjk(λjk + λkj)

]

= z′jk + λjk + λkj .



Hence, we have:

qjk(λjk + λkj) = −z′jk(λjk + λkj) −
1

2
(λjk + λkj)

2

q0j(λ0j) =

{

1
2z′j

2
λ0j ≥ z′j ;

z′jλ0j −
1
2λ2

0j λ0j ≤ z′j .

The dual of the projection problem is thus:

max
λ

∑

j

q0j(λ0j) − λj0 +
∑

jk

−z′jk(λjk + λkj) −
1

2
(λjk + λkj)

2 (18)

s.t. λj0 − λ0j +
∑

jk

(λjk − λkj) = 0, ∀j;

λjk, λkj ≥ 0, ∀jk; λj0 ≥ 0, ∀j .

Interpretingλjk as flow from nodej to nodek, andλkj as flow fromk to j andλj0, λ0j as
flow from and to a special node0, we can identify the constraints of Eq. (18) as conservation
of flow constraints. The last transformation we need is to address the presence of cross-
termsλjkλkj in the objective. Note that in the flow conservation constraints, λjk, λkj

always appear together asλjk − λkj . Since we are minimizing(λjk + λkj)
2 subject to

constraints onλjk −λkj , at least one ofλjk, λkj will be zero at the optimum and the cross-
terms can be ignored. Note that allλ variables are non-negative except forλ0j ’s. Many
standard flow packages support this problem form, but we can also transform the problem
to have all non-negative flows by introducing extra variables. The final form has a convex
cost for each edge:

min
λ

∑

j

−q0j(λ0j) + λj0 +
∑

jk

z′jkλjk +
1

2
λ2

jk +
∑

jk

z′jkλkj +
1

2
λ2

kj (19)

s.t. λj0 − λ0j +
∑

jk

λjk − λkj = 0, ∀j;

λjk, λkj ≥ 0, ∀jk; λj0 ≥ 0, ∀j .


