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Abstract

Imitation learning enables robots to learn how to exe-
cute tasks via observation. However, real-world environ-
ments like homes and offices are often severely partially
observed due to their large spatial scales. In addition,
many tasks involve executing a series of subtasks requir-
ing autonomous robots to reason over extended time hori-
zons. To address these challenges, we propose using scene
graphs as an explicit and structured memory mechanism
in imitation learning. By maintaining a dynamic scene
graph that captures object-centric relationships and their
evolution over time, our method allows the agent to re-
tain relevant historical context during task execution to ef-
ficiently reason over incrementally accrued scene informa-
tion. Our experiments on simulated mobile manipulation
and real-world tabletop manipulation demonstrate that our
approach substantially improves policy performance, par-
ticularly in settings that demand long-term reasoning and
robust generalization under partial observability. Code and
videos:https://sites.google.com/view/objgraph.

1. Introduction

Imitation-learned policies have shown great promise for ex-
ecuting complex physical robotic skills, but largely over
small spatial scales and short time horizons [[12} |17} 163} 164].
At larger spatial and temporal contexts, their performance
frequently deteriorates [24} 37]. A key source of difficulty
in such tasks is partial observability. Consider, for example,
a mobile manipulation task where it needs to move a chair to
a different room. If a robot only has access to onboard sen-
sor information during task execution, it is commonly not
possible to fully observe a scene while executing actions.

*Equal contribution.
**Equal advising.

Nevertheless, performing such tasks well often requires the
robot to reason over information that is not currently in its
field of view.

This motivates maintaining some form of memory for
robotic agents operating in partially observed settings.
What might such a memory look like? Modern computer
vision approaches permit building and maintaining compre-
hensive metric maps aggregating information from all pre-
vious views of the scene, but such an overcomplete memory
creates new issues for imitation policy learning: how should
such large maps be processed in a neural policy, and how
can we train such a policy sample-efficiently?

We propose to construct and maintain a novel scene
memory representation for long spatial and temporal con-
text imitation learning. When a policy is conditioned on
this representation, it can make decisions based on all task-
relevant information in the scene, even if it was observed
in the distant past. We draw inspiration from the ample
evidence to suggest that humans instead maintain abstract
task-relevant semantic memories when accomplishing long-
horizon tasks [7} [14} 21} 28] 30} 53]]. Mirroring this, we use
scene graphs to store scene information compactly for large
environments in a manner that can be easily updated with
dynamic environment changes. Scene graphs sparsely rep-
resent critical scene information over large spaces, even up
to the scale of multi-floor buildings. Updating a scene graph
from movement in the environment is straightforward since
scene information is clearly discretized and organized in a
graph structure. Furthermore, designing the scene graph
to only track task-relevant information can enable efficient
learning and execution of targeted actions even in large,
cluttered scenes. However, no prior work directly leverages
a scene graph as a model input in imitation learning. We fill
this gap: we propose an approach to construct and dynam-
ically update task-relevant scene graphs to provide the nec-
essary spatial and temporal context for training and execut-



ing imitation learning neural policies in partially observed
settings.

2. Related Work

We begin by summarizing prior efforts on generating scene
graphs using vision foundation models. We then review
approaches that incorporate scene graphs into robot pol-
icy learning. Finally, we discuss imitation learning meth-
ods that introduce memory mechanisms to improve perfor-
mance on long-horizon tasks.

Semantic Scene Graph with Vision Foundation Models.
Scene graphs [31}132] 155 58] have grown popular as a struc-
tured and interpretable image representation. In a scene
graph, salient objects are represented as graph nodes, and
edges represent their spatial relationships. The concept of
the scene graph can naturally be extended from 2D to 3D,
where input to the scene graph generation pipelines is no
longer restricted to image observations, but also 3D maps
of an environment. Previous works [[1} 9, 18} 62| introduce
methods to build 3D semantic scene graphs, either from
videos, 3D mesh models, or 3D point clouds of the visual
environment. Given the recent advances of vision-language
foundation models [4} 129 133|140} 42, 165]], many works pro-
pose to leverage their generalization ability in new environ-
ments and ground the output 2D representations from those
models in 3D point clouds or maps. Chang et al. [S} 6], Gu
et al. [20], Jatavallabhula et al. [25] propose frameworks to
generate semantic 3D scene representations by prompting
VLMs.

Most related to our approach is CLIO [36], which builds
on a hierarchical 3D scene graph [22] to provide a frame-
work to infer the appropriate granularity and sub-graph
given user-input task instructions. Unlike CLIO, which
only demonstrates simple object picking tasks, we focus on
how to enable long-horizon task execution with a 3D se-
mantic scene graph. Many other prior works also utilize
scene graphs or object-centric representations to improve
VLA models [3], guide long-horizon task planning [12} 39}
54, 157, 159], and actively explore the environment or nav-
igate [13} 126, 143} 144} 160]. Unlike us, none of them show
how modern neural imitation learning architectures could
be modified to directly ingest dynamically maintained scene
graphs as inputs. Similar to us, [49] also constructs scene
graphs to aid visual imitation learning. However, they use
scene graphs to map human demonstrations to robot ones,
while we directly encode and input the scene graph to the
downstream diffusion policies.

Imitation Learning with Memory. Imitation learning
methods such as Diffusion Policy (DP) [10], Action Chunk-
ing Transformers (ACT) [[66], and several variants of these
methods [19, 61, [68]] over the years have shown that we
can learn dexterous and multi-modal tasks with a few hun-
dred demonstrations. Later, by scaling the data and the net-

work capacity [23], 46| 56], we see that we can learn multi-
task policies that are conditioned on the language or image
goals. However, these models are still not able to handle
long-horizon and large spatial information, as the majority
of these works address tabletop manipulation, where par-
tial observability is not a major issue. These challenges
are particularly important for mobile manipulation, where
the robot does not have an immediate view of its full en-
vironment. To this end, [52] introduced a variant of DP
that targeted long-context visual imitation learning. They
introduce an auxiliary loss to the network to avoid learn-
ing spurious correlations in the long-context data. On the
other hand, [34] learns to incorporate state information by
incorporating ControlNet. The efficient scene memory rep-
resentation in our approach encodes both large-scale spatial
and temporal context as input representations to DP. Criti-
cally, our memory representation is explicitly constructed,
not learning over spatial information and time.

3. Method

We study the problem of imitation learning in partially
observed environments. Our training dataset consists of
M expert demonstrations, D = { j}M,, where each tra-
jectory j is a sequence of observation-action pairs ; =
[(1p; @0); :::(I; ar)] where | is an RGB-D image. A key
challenge in our setting is that the observation at each
timestep, l¢, does not fully capture the underlying state S¢
of the environment.

This partial observability is a common and challenging
scenario in robot learning. For example, on a mobile ma-
nipulation platform, visual observations are typically gath-
ered from body-mounted cameras with a limited field-of-
view that see only a very small portion of the relevant en-
vironment, such as a home or an office building. Even in
table-top manipulation, wrist-mounted cameras are popular
as they abstract away many details of the robot morphology,
enable fast data collection, and induce robustness to extra-
neous information. However, in both cases, the robot must
contend with incomplete and noisy sensory observations,
making robust decision-making difficult.

Consider a mobile robot performing indoor household
tasks, such as tidying a room or heating a cup of tea. With
onboard sensors and limited perceptual coverage, the robot
must act based on partial observations, without direct ac-
cess to the full environment state. These settings are nat-
urally modeled as Partially Observable Markov Decision
Processes (POMDPs), where the agent must infer the hid-
den state of the world from a history of past observations
and actions.

In principle, optimal policies in these partially
observed settings could require access to the entire
observation-action history. However, learning such a full
history-dependent policy is typically intractable, especially



Figure 1. We maintain a scene graph where each task-relevant object is represented asia=mnfele b ; ¢;], consisting of a learned

visual embedding; , its 2D bounding boxy when visible, and its 3D centroid in a world-aligned frame. Using a natural-language task
description, large language models and vision foundation models identify and track relevant objects, allowing the graph to be incrementally
updated as the robot interacts with the environment. This provides a compact, memory-ef cient representation suitable for downstream
imitation-learning policies. In the gure, the microwave is currently in view, while the cup is out of view (shown as a grayed-out area). We
updatety only when the object is visible.

in long-horizon tasks where the observation history grows environments, exhaustively identifying and tracking all ob-
rapidly and extracting relevant information becomes in- jects is computationally infeasible and unnecessary. To
creasingly dif cult [15,/27] 35, 50]. build a scene graph that is both compact and effective for
. policy learning, we focus on identifying only the task-
3.1. Task-Driven Scene Graph relevant objects based on the provided task description.
To capture historical information compactly, we propose a  Given a natural language task instruction, we use a large
structured memory representation in the form of a dynami- language model (e.g., GPT-5) to extract a list of noun enti-
cally updated task-relevant scene graph, designed to suppoties (details in Sec. 6) that are likely to be important for the
effective robotic decision-making under partial observabil- task. Once this list of task-relevant entity words is gener-
ity. ated, we look to localize and track all objects matching any
For our purposes, a scene graph refers to a graph-basetiem on that list, as we describe below.
abstraction in which task-relevant objects are represented aScene Graph Construction and Maintenance. For the
asetof nodes N =fng =flei;h;clg, each consisting of  rst image frame | in an episode, we use Grounding
an embedding;eits 2D bounding box coordinatesg @f it DINO [33] to detect and localize objects matching the task-
is currently in view, empty otherwise), and its 3D centroid relevant entity list, producing a set of segmentation masks
G in a world coordinate frame (anchored through odometry Mo = fm 4,g. These detections initialize the nodes in the
in mobile manipulation, or just attached to the robot base scene graph.
in tabletop manipulation). Importantly, while we do not Node Representation. At any time step t, given seg-
explicitly parameterize edges as separate learnable entitiesnentation masks M= fm } g for the current observation,
relational structure is implicitly encoded through shared co- we represent each object as a node by extracting object-
ordinate frames and joint processing of node attributes. Incentric features. For each mask nwe compute an ap-
particular, object centroids cle ne a common spatial ref-  pearance embedding &y average-pooling DINO-v2 [40]
erence frame, allowing pairwise relationships (e.g., relative features within the masked region. We also extract a tight
position and distance) to be inferred directly from node fea- 2D bounding box p and estimate a 3D centroid wia
tures. depth backprojection using camera parameters and odom-
To identify and track potentially task-relevant objects, etry. This yields a node representation A fe j;b;¢g
we leverage large language models and vision foundationcapturing both semantic and spatial information.
models based on a concise natural language description of Temporal Maintenance. To maintain the scene graph
the task, as adopted from [41]. As the task unfolds, we over time, we combine tracking of existing nodes with de-
incrementally update and maintain the scene graph to re-tection of newly observed objects. For each node already
ect the current state of the environment in a task-aware present in the graph, we initialize a visual tracker [8], en-
and memory-ef cient way suitable as the state representa-abling persistent identity across frames. When an object
tion input to a neural imitation policy. We discuss these moves out of view, its 2D bounding box Is set to zero
steps in detail in the following paragraphs. while its 3D centroid gcis retained, assuming no movement
Task-Relevant Object Enumeration. In realistic indoor  unless re-observed. When the object reappears, baitdb



¢ are updated accordingly. Algorithm 1 Scene Graph Maintenance Pseudocode

Since the environment is only partially observed, new Require: RGB image g, depth image d, camera intrin-

task-relevant objects may appear over time. To accountfor  gjcs E | camera extrinsics £ task entities Ny, OVer-
this, we run object detection in parallel at each time step.  |ap threshold

Each newly detected candidatg is compared against ex-  Epgyre: Scene graph V
isting nodes n by computing mask overlap. If no existing ;. Function GenerateSceneGrapht | o; Ei; Ee; Niask m)

node exceeds a thresholg, the detection is initialized as /I update scene graph at every timestep t
a new node and added to the scene graph. 2. forv; 2V do
This design differs from a at set of object tokensintwo 5. if ISVISIBLE(Vi; | 1gp) then
key ways. First, nodes maintain persistent identities across ,. (e;h;c) UPDATEFROMTRACKER(YV ;)
time and are incrementally updated, forming a temporally . else
consistent structure. Second, spatial relationships between g. h = (0;0: 0; 0), keep ¢ unchanged

objects are preserved through their shared coordinate rep- -. end if
resentation, enabling relational reasoning without requiring g. end for

explicitly parameterized edges. 9: M DETECTOBJIECTS(I rgh; Niask)

See Algorithm 1 for a detailed pseudocode of the scene 1. for mi 2 M do
graph update procedure. 11: Vi OVERLAPWITHEXISTING(M |;V; m)
3.2. Policy Learnin 12: ifnotv; then .

y 9 13: h GeTBBOX(m !)

We now encode the scene graph as input to a neural diffu- 14 § EXTRACTDINOFEATURES(l gh; )
sion policy. 15: G CoMPUTE3DCENTROID(I 4;b;Ej; Ee)
Scene Graph-Conditioned Transformer Policy. Given 16: V V[fle j:big)g

the set of task-relevant object nodés = fn jg = 17: end if
flei;by; ci]g, we construct a structured representation of the 1g. end for

current scene and use it to condition a transformer-basedg. return VvV
policy.

Scene and Object Encoding. For each observatibn used to encode the structural roles of nodes (e.g., a distinct
we rst extract a global scene representati®gene USing embedding for the scene-level root). The transformer pro-
the CLS token of a DINO-v2 ViT encoder. We associate cesses all tokens jointly via self-attention, allowing inter-
this with a scene-level node de ned by a bounding box actions between objects and the global scene context. The
bscene= [0:; 1:;0:; 1:] in normalized image coordinates and resulting features are aggregated through an MLP head to
a 3D coordinateescene = [0:; 0:; 0] representing the origin - produce a compact scene representation, which conditions
of the global frame. the downstream policy.

For each object nodg 2 N , we compute its visual em- In our current tasks, the scene graph typically forms
beddinge as described earlier. The geometric attributes, in- a shallow hierarchical structure (i.e., a scene-level root
cluding the 2D bounding boly and 3D centroid;, are en- and object nodes). Despite this simplicity, it captures the
coded via small MLPs. The nal node embedding is given object-centric state and spatial relationships necessary for
by decision-making.

E; =[e;; MLP(b;); MLP(c)]: Imitation Learning with Diffusion. We use the scene
graph representatidRsy to condition a diffusion-based pol-
icy that generates short-horizon action sequences.

E scene= [€ scens MLP (D scend; MLP(C scend]: During training, expert actions are corrupted using
a forward diffusion process, and a denoising model

Scene Graph Representation. The full scene graphrep-  (ax; Rsg; K) is trained to predict the injected noise under

resentation is given by the set of node embeddings the DDPM objective:

Similarly, the scene-level embedding is

h i
Rsg = [Escens E1i 21 Eist]; L()=E a;:ku@k): N k (ax; Rsg; K)k?

where E serves as a root node aigd correspond to : C . .
scene == . Ej P . At test time, the policy initializes from Gaussian noise
task-relevant objects. This representation preserves object ' ™. . ; P :
. . : X : : and iteratively applies reverse diffusion (using a DDIM
identity and spatial structure, while enabling relational rea- . o
. L : sampler) to produce a coherent action sequence conditioned
soning through joint processing of all nodes. on the current scene araph
Transformer Encoding. We inputRsy as a sequence of grapn.
tokens to a transformer encoder. Positional embeddings are



4. Experiments indicator.
During policy training, our network is designed to pre-
t both the joint angle targets for the legs and arm, as
well as the mode indicator. During data collection, we ap-
ply a sigmoid function to the raw mode signal to generate
a smooth, continuous target. This soft target is then used
to train the policy, enabling smoother transitions between
locomotion and manipulation during execution. During ex-
ecution, we apply a masking mechanism to activate the leg
or arm control outputs based on the predicted mode.
Baselines. We compare our method with three baselines:
1. RGB: Vanilla diffusion policy that takes in RGB images
4.1. Simulated Mobile Manipulation from two cameras mounted on the Spot and propriocep-
tive state as input;
2. Visible-Objects: Diffusion policy that takes instanta-
neous object-centric representations as input. Compared
to our method, these object-centric representations are
constructed using only the current camera views.
PTP: To overcome the dif culties of learning long-
horizon imitation learning tasks, [52] proposes a method
to input more history frames as well as predict both past
and future actions. We implement a variant of diffusion
policy where we increase the history frames from 1 to 10
and predict both the past 10 the and future 32 actions.

In this section, we evaluate our method for learning long- dic
horizon imitation policies under partial observability. We
address three key questions: (1) Does our method out
perform prior imitation learning baselines for long-horizon
tasks? (2) How well does it generalize across diverse table
top and mobile manipulation tasks? (3) How important are
the individual components of our approach?

To answer these, we conduct experiments in both simu-
lation and real-world settings and comprehensively evaluate
performance.

We rst evaluate our approach on three simulated mobile
manipulation tasks(Fig. 3) with the Boston Dynamics Spot
robot in MuJoCo [51]:

1. Throw Trash: The robot must walk to a box, pick it up,
and throw it into a trash can. The locations of both the
box and the trash can are randomized in each episode.
Each episode contains around 100 timesteps.

2. Heat-up Tea: The robot walks to a microwave, opens
the door, walks to a cup, picks it up, and uses its body to
nudge the microwave door open before placing the cup

inside. Each episode contains around 300_t|mesteps. Ablations. In our scene graph design, each object node n
3. Heat-up TeaLong: Amore challenging variantof Heat- o, qes not only the visual features of a task-relevant object

up Tea where the microwave and the cup are located fur- v 54 its 2D bounding box coordinates and 3D centroid.

ther apart, increasing the navigation complexity. Each To assess the contribution of these components to the over-

Theplsodiconta(ljns grou(r;d 180? tlmehste_ps. d Il performance, we conduct a series of ablation studies in
ese tasks are designed to be long-horizon and composeqition to the main baselines. Speci cally, we evaluate two
of multiple subtasks involving both navigation and manipu- variants:

lation. 1. Ours w/o 3D, which removes the 3D centroigd fcom

The Spot robot is equipped with two cameras: ONne — yhq noge representation. Objects that are currently vis-
mounted on the front of the body and another on the end ., 50 represented by their object embeddingued

e_ffecto_:_. For i?Ch tas_lf, we cpllelct _400b5(r:]r|pt_ed d_em_Onsltra- bounding box b and those that are not are represented
t!ons. 0 enablé mobi e_n":campu ation be aviors In simula- solely as e In other words, there is no memory of where
tion, we train a Deep Reinforcement Learning (DRL) agent in the scene they were observed, just a memory of the

for the Iow—Ieng locomotion cor_ltroller. Please see Supple- fact that they exist in the scene and of their appearance.
mentary Material for more details. 2. Ours w/o object locations, which removes all location

Th_e Iow-_leve_l fp ollcy,_denoteddbas| (a”slt; 9‘)’ recelvesd information associated with each object node i.e., each
proprioceptive In o_rmat|ontsan ase velocity commands object is represented only by its appearance embedding
g, and outputs joint angle targets for the legs. Arm joint

. . -

angles ars senthdllre(étly(/j to the arms PD ccc)jntrolller. Tc|> Performance Metrics. Each simulated task consists of two
ensure ro USt_W ole-body e>.<elcut|on, We rancdomly Sampl€, yhree subtasks. To clearly show task progress, we report
arm con ggrauons d“r_'”g trammg so that the robot Ie_arns results using stacked bar plots (Fig. 2). The bottom segment
to walk while the arm is in various poses. More details on of each stack indicates the success rate of the full task, while
the low-level controller and the data collection process arehigher segments show success rates for completing earlier

pro\>/v|ded Illn thz Supplementary Mahtequlal. .. subtasks. A gray background bar denotes the fraction of
e collect demonstrations such that, at any given time, ¢, .\, ations that fail to complete any subtasks.

the robot operates in either locomotion mode or manipula- Results. The results for the simulated tasks are shown in

tion mode. In locomotion mode, the arm joints are frozen, i 5> ‘\ye observe that errors in early subtasks often prop-

alnd_only thde verlloc:tles of the I((ajgs:_:e cr:)ntrolle_d; In manip- agate and compound over time, as later stages depend on
ulation mode, the legs are xed while the arm is active. In ¢ voqiting scene con guration. This effect is particu-

addition to joint and leg velocities, we also record a mode
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